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Abstract

Understanding the way in which genes interact among themselves to orchestrate the basic functions of life
has become a main challenge of modern biology. The levels of expression of these genes provide a source
of quantitative information for the study of these relations that has recently been made accessible to
a wide scientific community through the development of microarray technologies. Within this context,
Bayesian networks are a type of probabilistic graphical models that have been used to model gene
interaction networks. Because of the very small sample regime inherent to microarray experiments, it
remains unclear whether or not these models can actually provide a reliable description of the structures
of statistical dependence among genes. In this report, we present a series of experiments and simulations,

based on very simple networks and synthetic data, that attempt to provide some insight in this direction.
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Contents outline

After an introduction containing a brief description of the biological background and a discussion
of previous works in the field, a first set of experiences studies the influence of several factors (such
as the number of nodes, the choice of parameters for the conditional probability distributions and the
presence of noise) over the required sample size to guarantee a certain level of reliability for the learning

performance.

In a second section, several discrete procedures to explore the space of all possible directed acyclic

graphs are considered and their performances are compared.

Our experiments conclude by considering the use of a model averaging approach based on the extrac-
tion of high-confidence features by bootstrapping from a given dataset, as proposed by Friedman et al.
Once the experiments have been presented, some global conclusions are drawn and some ideas for future

work are sketched.
Finally, two appendixes have been included to complement the contents of the main chapters:
1. A tutorial on Bayesian networks, that provides a reasonably comprehensive description of the basic

concepts related to them.

2. A description of the Matlab implementation, that offers technical details about the algorithms used
in the experiments and whose main goal is to enhace the reproducibility of all the simulations that

are discussed in the text.
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Chapter 1

Introduction

The contents of this report summarize the work that was carried out during my research internship at
the Center for Imaging Science of The Johns Hopkins University, under the supervision of Professors
Donald Geman and Laurent Younes.

This internship, which lasted for four months and began on April 18 2005, was the finishing line
for my studies at the Double Degree in Telecommunications Engineering program from FEscuela Técnica
Superior de Ingenieros de Telecomunicacion de la Universidad Politécnica de Madrid (ETSIT-UPM) and
Ecole Nationale Supérieure des Télécommunications de Paris (ENST Paris). It also counted towards the
completion of my Master of Research Degree in Applied Mathematics for Computer Vision and Artificial
Learning from Ecole Normale Supérieure de Cachan.

1.1 Educational context: The Johns Hopkins University

[The information provided in this section has been adapted from www.jhu.edu]

1.1.1 History, location and general information

The Johns Hopkins University was founded in Baltimore in 1876 as the first American university oriented
toward graduate education and research.

The university is named for its initial benefactor, Baltimore merchant Johns Hopkins, whose $7
million bequest — the largest U.S. philanthropic gift to that time — was divided evenly to finance the
establishment of both the university and The Johns Hopkins Hospital.

The university was born under the claim that American education needed a high intellectual su-
perstructure to top off its system of broad public education. The initial idea was to follow the model
of European institutions while taking advantage of all of the key elements that shaped up research in
America. This lead to the establishment of a creative faculty that was given the freedom and support to
pursue research, fellowships to attract the brightest students, graduate education emphasizing original
work in laboratory and seminar, and scholarly publications.

Johns Hopkins also revolutionized the teaching and practice of medicine and medical research in the
United States. With the opening of The Johns Hopkins Hospital in 1889, followed four years later by
the School of Medicine, Hopkins ushered in a new era marked by rigorous entrance requirements for
medical students, a vastly upgraded medical school curriculum with emphasis on the scientific method,
the incorporation of bedside teaching and laboratory research as part of the instruction, and integration
of the medical school with the hospital through joint appointments.

Teaching and research, the creation and dissemination of new knowledge, and innovative methods of
patient care have since then been the hallmarks of Johns Hopkins. Today, the university enrolls 18,000
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Figure 1.1: Location of Baltimore and aerial view of the city

full-time and part-time students on three major campuses in Baltimore, one in Washington, D.C., one
in Montgomery County, Md., and facilities throughout the Baltimore-Washington area and in Nanjing
(China) and Bologna (Italy).

In all, the university has eight academic divisions. The Zanvyl Krieger School of Arts and Sciences,
the G.W.C. Whiting School of Engineering and the School of Professional Studies in Business and
Education are based at the Homewood campus in northern Baltimore. The schools of Medicine, Public
Health, and Nursing are in east Baltimore, sharing a campus with The Johns Hopkins Hospital. The
Peabody Institute, founded in 1857 and a leading professional school of music, has been affiliated with
Johns Hopkins since 1977. It is located on Mount Vernon Place in downtown Baltimore. The Paul H.
Nitze School of Advanced International Studies, founded in 1943, has been a Hopkins division since 1950.
It is located in Washington, D.C.

The Applied Physics Laboratory is a division of the university co-equal to the eight schools, but with
a non-academic mission. APL, located between Baltimore and Washington, is noted for contributions to
national security, space exploration and other civilian research and development. It has developed more
than 100 biomedical devices, many in collaboration with the Johns Hopkins Medical Institutions.

Separately incorporated but closely affiliated is The Johns Hopkins Health System, formed in 1986
to coordinate a vertically integrated delivery system covering the full spectrum of patient care. Wholly
owned subsidiaries include Johns Hopkins Medical Services Corporation (trading as Johns Hopkins Com-
munity Physicians), and three hospitals: The Johns Hopkins Hospital, Johns Hopkins Bayview Medical
Center, and Howard County General Hospital, which have 1,510 licensed acute care beds and 369 skilled
nursing and other special beds. During year 2001, 73,000 patients were discharged, and there were 1.5
million outpatient and emergency visits.

Homewood campus, which constitutes the headquarters for the university and is the campus were my
internship has taken place, has nearly 4,000 full-time undergraduates and nearly 1,400 full-time graduate
students in two schools, the Krieger School of Arts and Sciences and the Whiting School of Engineering.

In terms of financial impact, the university employs more than 25,000 people in full- time, part-time
and temporary positions. It is one of Maryland’s five largest private employers. The so-called “Johns
Hopkins Institutions”, which include the university and The Johns Hopkins Health System, together
constitute the state’s largest private employer. In fiscal year 1999, spending by the university, the Health
System and their affiliates generated - directly and indirectly - an estimated $5 billion of income in
Maryland, roughly one of every 33 dollars in the state’s economy.

Johns Hopkins ranks first among U.S. universities in receipt of federal research and development
funds. The School of Medicine ranks first among medical schools in receipt of extramural awards from
the National Institutes of Health. The Bloomberg School of Public Health is first among all public health
schools in research support from the federal government.



Figure 1.2: Aerial view of the Homewood campus in Baltimore.

When it comes to recognitions and awards, The Johns Hopkins University is considered the best
university in the United States in the field of bioengineering (according to the ranking by US News &
World Report), and one of the best in the field of medicine. The Johns Hopkins Hospital, has consistently
been ranked as the best hospital in the United States during the last fifteen years (again, ranking by US
News & World Report). Also, it is interesting to note the existence of many Nobel prize winners who
have taught or carried out research at Hopkins, including recent laureates for medicine (Richard Axel in
2004, Paul Greengard in 2000), chemistry (Peter Agre in 2003), economics (Robert Mundell in 1999) or
physics (Riccardo Giacconi in 2002).

e

Figure 1.3: The Johns Hopkins Hospital (left) and Hodson Hall (right), one of the buildings for the
Whiting School of Engineering)



1.1.2 The Whiting School of Engineering

With just under 1,300 full-time undergraduate students and 600 graduate students, the Whiting School
of Engineering remains a relatively small school. It has nine academic departments, a number of them
among the top in the nation as ranked by U.S. News & World Report. In the 2005 rankings, the
undergraduate programs came in at 13th overall in the country while graduate programs ranked at 21st
in the nation, with Biomedical Engineering at number one.

Johns Hopkins welcomed the first class of engineering students in 1913. At that time, civil, electrical,
and mechanical engineering formed the triad of disciplines available to aspiring engineers.. The University
awarded its first undergraduate engineering degrees in 1915.

DEPARTMENTS FACTS AND FIGURES
»  Applied Mathematics and Statistics

» External Fesearch Support: $38.1 million
School Endowment: $62 million
(FY03)

» Biomedical Engineering

+ Chemical and Biomolecular
Engineering

« Civil Engineering + 1283 Undergraduate students (25% female)

+ Computer Science 643 Graduate students (26% female)

» Electrical and Computer Engineering | | 117 Academic & 34 Research Faculty, phis 30

+ Geography and Environmental associated research scientists and engineers.

» Engineering

» Degrees Awarded in 2004:

» Materials Science and Engineering

s Mechanical Engineering

Figure 1.4: The Whiting School of Engineering

In 1919, the Department of Engineering became the School of Engineering. When the School cel-
ebrated its 25th anniversary in 1937, more than 1,000 students had completed engineering degrees at
Hopkins. As it had done during World War I, the School contributed to the war effort throughout World
War II by developing technical short courses to prepare war industry personnel.

By 1946, the School had grown to six engineering departments and in 1961, it formally changed its
name to the School of Engineering Sciences, a change that symbolized its commitment to “a unified
scientific approach.”

In 1966, the School merged with the Faculty of Philosophy, creating the School of Arts and Sciences.
The image of engineering at Johns Hopkins quickly faded, and many clamored for the restoration of
an engineering school. With the support of many, the G.W.C. Whiting School of Engineering — the
University’s first named division — was established in 1979. In the following years, the School prospered
at all levels.

In 1992, four general areas of excellence were established for the Whiting School — biomedical engi-
neering, environmental systems and engineering, materials science and engineering, and electronics and
information technology. The theme became the rallying cry for the Whiting School’s $50 million cam-
paign to enhance endowment, faculty, and scholarships. Numerous collaborative efforts were undertaken
that resulted in new centers, new faculty research initiatives, and a new minor in entrepreneurship and
management, open to all Hopkins undergraduates. The campaign received a huge boost in 1995, when
electrical engineering alumnus and entrepreneur Michael Bloomberg (’64) made what he described then
as an “initial commitment” of $55 million to the Johns Hopkins Initiative, divided among all the acad-
emic divisions of the University. The Whiting School’s portion of that gift, $15 million, was the largest



in the history of engineering at Johns Hopkins. The engineering school’s growth in all areas resulted in a
higher standard of education and engendered increased recognition at national and international levels.

With the Whiting School firmly ensconced in a higher tier of engineering institutions, several new
graduate programs were introduced after 2001, including bioinformatics, homeland security, and technical
entrepreneurship and innovation. In 2003 the School announced three new bioengineering concentrations
for undergraduates namely biomolecular engineering, biomaterials engineering, and biomechanics. These
last developments reflect the interest of the School for targeting the increasingly close ties among the
fields of biology, chemistry, medicine and engineering.

1.1.3 The Center for Imaging Science

The Center for Imaging Science (CIS) belongs to the Whiting School of Engineering and was established
in 1995 by the Army Research Office to bring together a diverse group of researchers whose work is highly
interdisciplinary and rests on theoretical advances in mathematics and statistics, traditional signal and
systems processing, and information theory.
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Figure 1.5: Clark Hall, building of the Center for Imaging Science.

The director of the center is Michael I. Miller and the principal faculty includes Professors Donald
Geman, John Goutsias, Carey Priebe, Jerry Prince, Trac Tran, Rene Vidal and Laurent Younes. All
of them have appointments in the Departments of Biomedical Engineering, Electrical and Computer
Engineering or Mathematical Sciences.

The research program at CIS is organized around three principal themes:

1. Representation and synthesis of complex shapes and scenes;
2. Computationally efficient shape detection and recognition;

3. Image formation and sensor modeling.

Due to the rapid development of imaging sensor technologies, investigators in the physical and bio-
logical sciences are now able to observe living systems and measure both their structural and functional
behavior across many scales, from global, aggregate behavior to the microscopic scale of sub-cellular
structure. Combining biomedical imaging science with computational modeling, researchers at CIS focus
their efforts in tasks such as:



Figure 1.6: The members of the Center for Imaging Science.

e Developing systems that can interpret images of natural scenes, CT scans and other data obtained
with bio-medical imaging devices, and aerial and satellite images acquired by remote sensing.

e Addressing automatic recognition and machine perception problems, such as the sematic under-
standing of shapes and objects appearing in images.

e Inferring, non-invasively, the structural and functional properties of complex biological systems and
neural circuits. This includes, for instance, the study of the cohorts of neuropsychiatric illnesses
such as schizophrenia, depression, epilepsy, dementia of Alzheimer type, and Parkinson’s. It also
includes the relatively recent challenge of learning gene interaction networks from microarray data,
which introduces the subject of my internship.

1.2 Internship goals and motivation

When 1 first arrived at the Center for Imaging Science in April 2005, some research work in the field of
microarray data analysis and interpretation had already been carried out at the department. An example
of this can be found at the publications related to the so-called “Top Scoring Pairs” classifier ([21], [22]).

These works, however, dealt mainly with classification, that is, with the use of gene expression data
for the identification of certain diseases and the discrimination of healthy vs. unhealthy samples from real
patients. The most ambitious goal fueling my internship was to evolve from classification to modeling.
We wanted to address the challenge of learning structures of statistical dependence among genes. These
structures correspond to the concept of gene interaction networks that will be presented in the following
section.

We decided to begin by looking at the state of the art in this field, and found that one of the most
commonly accepted approaches to the problem was based on the use of graphical models and Bayesian



networks. We therefore chose to begin our research work by studying this approach, before deciding
whether to accept it as the basis for future research and attempt to improve it or guide our efforts in a
different direction.

Within this context, the basic initial goals for my internship were stated as follows:

e To study the theoretical framework of graphical models and focus on Bayesian networks, attempting
to obtain a general understanding of the mathematical concepts associated with these tools, of their
advantages and their limitations.

e To design experiments and run Matlab simulations with synthetic data and very simple networks
in order to get a hands-on approach on the practical use of these models before choosing to apply
them or not to possible future experiments involving real genetic data.

Why Bayesian networks? Apparently, the main advantages inherent to this approach can be summa-
rized as follows:

e First of all, they provide a qualitative description of the relationships among genes in terms of
conditional independence that offers good interpretability from a biological point of view.

e Secondly, they also provide a quantitative description of these relationships in terms of condi-
tional probability distributions. This probabilistic nature is well adapted to the addressed problem
because

a. it is capable of handling noise and uncertainty inherent in both the biological processes and
the microarray experiments and

b. it makes the inference scheme robust since the confidence in the learned structures can be
estimated objectively as a function of the observed data.

On the other hand, however, we found that this methodology also had some potentially important
flaws whose degree of relevance needed to be assessed and taken into account:

e Bayesian networks are based on the use of directed acyclic graphs, but feedback is an essential
feature of many biological systems. This might therefore be an inadequate oversimplification when
dealing with real genetic networks.

e In many real experimental scenarios, hidden variables may need to be considered and the learning
algorithms currently present in the literature are still at an early stage of development when it
comes to addressing this task. This might imply a serious risk that would force researchers to
sacrifice biological meaningfulness for greater computational tractability or vice versa.

e When learning Bayesian networks from data, only partially directed graphs associated to equiv-
alence classes can be learned, and thus there is a substantial loss of information concerning edge
directions and possible causal relations between genes.

Perhaps most importantly, the small samples inherent to microarray studies requires that interactions
between hundreds of genes be learned from very reduced datasets, and it is yet unclear whether or not
the posterior probabilities over network structures can be learned with sufficient robustness in these
conditions. We are facing a challenge that is yet not fully understood and there are actually no real
guarantees concerning its feasibility. Using a simple analogy, we may think of three coins. The first one
of them is unbiased, the second is biased towards almost always getting heads and the third is unbiased
towards almost always getting tails. Let us imagine that we throw the first coin and, depending on its
result, we choose between the second or the third coins for a second toss, obtaining two binary values
for each experiment. We may be sure of robustly learning the conditional probability distributions and
the structures of statistical dependency for samples containing two binary values that are generated with
these coins if we are given the results of several hundred experiments, but it remains unclear how far we



may go when trying to estimate the same properties for samples containing several thousand values if
only the results for a few tens of experiments are available.

When designing the simulations to carry out, we decided to first experiment with synthetic data
instead of using publicly available real datasets. This was mainly due to the lack of ground truths for
most of these datasets, which makes it very difficult to assess the validity of any given results. For
example, if an interaction between genes is found that is not supported by biological literature, it is not
possible to decide (at least not without further expensive laboratory experiments) whether the algorithm
has discovered a new, previously unknown interaction, or whether it is just a spurious edge. Furthermore,
when consulted, certain geneticists tend to delve into the biological literature until they find arguments
to substantiate many of these findings, but it is sometimes difficult to establish whether the finding is
real or whether it is just a product of the circumstances. In order to avoid this kind of situation, we
decided to generate our own synthetic datasets so that the success rate for the learned edges can be
reliably calculated for all our simulations.

1.3 Scientific context and theoretical framework

Following the sequencing of the human genome, we find ourselves in the dawning of what has been called
the 'post-genomic’ era. Now that at least a draft outline of this genome is known, many researchers have
focused their efforts in the challenge of understanding the way in which all this genetic material relates
to an organism physiology and biological functions.

1.3.1 Functional genomics

Unfortunately, the millions of bases of DNA sequences that are already available do not tell us what
genes do, how cells work, what goes wrong in disease, how we age or how to make good drugs. In
this context, functional genomics arises as a field of knowledge aiming at the deconstruction of the
genome to assign biological function to genes and gene interactions. The goal is not simply to provide
a catalogue of all the genes and information about their function, but to understand how components
work together and collaborate in the life cycle of cells and organisms.

In direct connection with this, biological and biomedical research is currently undergoing a profound
transformation thanks to the massive increase in the amount of genetic information that is constantly
being made available to the scientific community. New technologies open the way for new types of
experiments and, as a result, observations, analysis and discoveries are being made in an unprecedented
scale.

Geneticists are usually faced with multiple kinds of biological information including DNA sequences,
gene maps and gene expression data, protein structure and protein interaction measurements, etc. In
order to take full advantage of this large and rapidly increasing body of data, new automated techniques
are required. The application of information science, computer science and biostatistics to the challenge
of knowledge acquisition from genomic data is commonly known as bioinformatics and constitutes the
general scientific framework of reference for my internship at The Johns Hopkins University.

A good example of the magnitude of the amount of newly available genetic information is provided
by the so-called “DNA chips”. Located at the confluence of several scientific disciplines such as biol-
ogy, chemistry, robotics, florescence detection and photolithography, DNA microarray technologies are
amongst the most powerful and versatile tools for the acquisition of genomic data. Today, biologists can
use these elements to obtain near-comprehensive expression data for individual cells, tissues or organs.
Currently available commercial tools provide the means to get systematic quantitative information of
the levels of expression of hundreds of thousands of RNA measures using a single chip.

In practice, these measurement platforms permit a large number of exhaustive comparisons, including
transcriptional activity across different tissues in the same organism, across neighboring cells of different
types in the same tissues or across groups of patients with and without a particular disease. The central



hypothesis that we will adopt is that, with sufficient data, these measures can actually be used to provide
insight into the underlying mechanisms of genetic regulatory networks. The ultimate goal for the current
project will thus be to develop new bioinformatics techniques capable of discovering the “true” biological
functional pathways in gene regulation, an accomplishment which would eventually lead to the discovery
of many potentially interesting biomedical applications.

1.3.2 Biological background

Let us first begin by introducing some basic biological concepts.

All living organisms are made up of cells, which constitute their fundamental working units. Cells
are made up of different molecules inside a membrane. In nature, it is possible to find both unicellular
(bacteries, yeasts, etc.) and multicellular organisms (a human being is supposed to have the order of
6 x 1023 cells).

Figure 1.7, shows a typical decomposition of the chemical constituents of a bacterial cell. We will
focus our interest in three key components: DNA, RNA and proteins.
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Figure 1.7: Chemical decomposition of a typical bacterial cell, taken from [3]
Other than water, proteins account for the highest percentage of weight in the cell. From a chemical
point of view, proteins are chains of amino acids. There are 20 different amino acids that combine to

form these chains. Proteins are usually related to several functions at the cellular level:

e Structural, like the collagen that joins bones and tissues.

Catalytic, in the form of enzymes that take part in many biochemical reactions.

Hormonal, since certain hormones have proteic nature (like insulin).

Regulatory/environmental, since proteins control cellular interactions with the environment, in-
cluding signal transduction, molecular recognition and molecular exchange through the cellular
membrane.

For the synthesis and regulation of proteins, cells need a certain set of instructions, which is provided
through the DNA.



Deoxyribonucleic Acid (DNA) is a molecule, present in all cells, that contains genetic information
transmitted between generations. Each molecule of DNA may be viewed as a pair of chains of the
nucleotides adenine (A), thymine (T), cytosine (C) and guanine (G). Moreover, each chain has a polarity,
from 52(head) to 32(tail). The two strands join in opposing polarity through the coordinated force of
multiple hydrogen bonds at each base-pairing, where A binds to T and C binds to G.

The term genome refers to the entire set of DNA molecules in an organism. Its overall function is
to drive the generation of molecules, mostly proteins, that will regulate the metabolism of a cell and its
response to the environment while providing structural integrity.

DNA is the same in almost every cell of the human body (with some exceptions, such as certain
blood cells or the gametes, for example). This means that a liver cell and a brain cell have the same
DNA content and code in their nucleus. What distinguishes these cells from one another is the portion
of their DNA that is transcribed and translated into proteins.

Genes contain
instructions
for making
proteins

Proteins act

or in complexe
perform many cellular
functions

Figure 1.8: From chromosomes to proteins, taken from [4]

A gene is a continuous segment of DNA that encodes the necessary instructions for the synthesis of
a particular protein. In order for the genome to direct or effect changes in the cytoplasm of the cell, a
transcriptional program may be activated for the purpose of generating new proteins. DNA remains in
the nucleus of the cell, but most proteins are needed in the cytoplasm and so, DNA is copied into a more
transient molecule called RNA through a process called transcription.

The Ribonucleic Acid (RNA) molecule is a sequence of base pairs that correspond to those in
the DNA molecule using the complementary A-T, C-G, with the principal distinction being that the
nucleotide uracil is substituted for the thymine nucleotide.

The RNA that codes for proteins is called messenger RNA, and the part of the DNA that provides
that code is called an open reading frame (ORF). When read in the standard 52 to 32 direction, the

10



portion of DNA before the ORF is considered upstream, and the portion following the ORF is considered
downstream.

The specific determination of which genes to transcribe is determined by promoter regions, which
are DNA sequences upstream of an ORF. Many proteins have been found containing parts that bind to
these specific promoter regions, and thus activate or deactivate transcription of the downstream ORF.
These proteins are called transcription factors.

The cytoplasm is where the cellular machinery, in particular the ribosomal complex, acts to generate
the protein on the basis of the mRNA code. A protein is built as a polymer or chain of amino acids, and
the sequence of amino acids in a protein is determined by the mRNA template. The mRNA provides a
degenerate coding in that it uses three nucleotides (43 = 64 combinations) to code for each of the twenty
common naturally occurring amino acids that are joined together to form the polypeptide or protein
molecule. Consequently, several trinucleotide sequences (also known as codons) correspond to a single
amino acid. There is no nucleotide between codons, and a few codons represent start (or initiation) and
stop (or termination). The process of generating a protein or polypeptide from an mRNA molecule is
known as translation.

VDT OL ATV UMD,

iTranscriEtiun l DNA

DNA—=RNA

DEATRLO AT,
RNA DMNA
l Nucleus Reverse ‘I'rnnscription

transeription

|
RNA \ /—\

TTETTTTTTEWETET | Replication
|

Pre-mRNA

Processed l
mRNA

T e s ——

Cytoplasm

RNA —s-Protein_ mRNA Translation
Ribosome Y
Protein =
- il Protein

® 2001 Sinauer Associates, Inc.

Figure 1.9: Left panel shows a schematic representation of the transcription and translation processes.
Right Panel shows the central dogma of biology. (taken from [5])

Transcription and translation are the two main actors in the so-called central dogma of biology
(figure 1.9).

The initiation of a transcription process (and the associated translation) can be caused either by
external events or by a programmed event within the cell. Heat shock or stress, for example, can cause
the initiation of a transcriptional program (and this fact can be sometimes used by genetic researchers in
specifically designed experiments). There are also fully autonomous, internally programmed sequences
of transcriptional expression. Finally, certain pathological internal derangements of the cell can lead to
transcriptional activity, as is the case for certain self-repair or damage-detection programs.
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1.3.3 Microarray gene expression data

A DNA microarray is a collection of microscopic DNA spots, known as probes, attached to a solid
surface, such as glass, plastic or a silicon chip and forming an array because of their spatial disposition.
Thousands of these DNA segments can be measured in a single microarray, providing scientists with
the expression levels of large numbers of genes simultaneously. In practice, the terms DNA chip and
GeneChip are also used to refer to microarrays, even though the latter is a genericized trademark of
Affymetrix.

Microarrays can be fabricated using a variety of technologies, including printing with fine-pointed pins
onto glass slides, photolithography using pre-made masks, photolithography using dynamic micromirror
devices, ink-jet printing, or electrochemistry on microelectrode arrays.

The most common use of this technology is to quantify mRNAs that are transcribed from different
genes and that encode different proteins, as described in the previous section. This collection of genes
that are expressed or transcribed from genomic DNA is usually referred to as the expression profile
or the ’transcriptome’. DNA microarrays therefore measure concrete levels of mRNA abundance.

The main idea behind microarray technologies is the concept of hybridization. Since DNA is a
double stranded structure held together by complementary interactions (in which C always binds to G,
and A to T), complementary strands favorably reanneal or “hybridize” to each other when rejoined after
being separated. The usual approach makes use of this fact by fixing a set of probes (known sequence)
to a surface and creating an interaction with a set of fluorescently tagged targets (unknown sequences).
This results in a highly parallel search by each molecule for a matching partner with the eventual pairings
of molecules on the surface determined by the rules of molecular recognition.

After hybridization, the fluorescently lit spots indicate the identity of the targets and the intensity of
the fluorescence signal is in correlation to the quantitative amount of each target. In practice, it is not
possible to measure concrete quantitative amounts of each target. Instead, the results show the relative
comparison between the reference pool and the target pool. Typically, green is used to label the reference
pool, representing the baseline level of expression and red is used to label the target sample in which the
cells were treated with some condition of interest. After hybridizing the mixture of reference and target
pools, a green signal is obtained for the cases where the considered condition reduces expression level
of the gene under study and a red signal is observed for cases where the condition increases expression
level.

Depending upon manufacturer specific protocols, the hybridization process on a microarray typically
occurs over several hours. All unhybridized sample probes are then washed off and the microarray is lit
under laser light and digitally scanned to record the brightness level at each grid location.

The use of microarrays for expression profiling was first published in 1995 in Science (Schena et
al.  [7]) and the first complete eukaryotic genome (Saccharomyces cerevisiae) on a microarray was
published in 1997 also in Science (DeRisi et al. [8]). Nowadays, expression microarrays are already
sufficiently well engineered and cost-effective to allow thousands of researchers to productively employ
them to drive their investigations. However, there is still a long way ahead in terms of cost reduction,
reproducibility and accuracy in order to reach the levels of reliability required for clinical practices. The
lack of standardization also presents an interoperability problem that needs to be overcome, so that
cooperation among different laboratories working with different platforms can be enhanced.

Finally, for the purposes of my internship, it is convenient to emphasize the inherent small sample
regime associated to microarray experiments. This is, in fact, what makes most standard, well-known
biostatistical techniques unsuitable for the analysis of their results. After all, there has been a long history
of the development of biostatistical techniques to analyze large studies with large numbers of cases and
with many variables, so we might think of directly applying all this knowledge to the elucidation of the
relationships among genes expressed on a microarray chip. Whereas a high-quality clinical study usually
involves thousands to tens of thousands of observed samples over which up to several tens or hundreds of
variables (at most) are measured, typical genomic studies reverse those proportions and imply the need
to deal with tens or hundreds of measurements made over thousands of variables. In practice, this leads
to highly undetermined systems, which in turn accounts for a very high risk of overfitting in all learning
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Figure 1.10: Phases of a microarray experiment, from [6]

procedures. This is why the use of techniques that can maximally inform of the relationships between
variables of interest based on greatly reduced datasets acquires an enormous importance.

1.3.4 Gene regulatory networks

The concept of gene regulatory networks is based on the assumption that gene expression levels affect
each other and that this, in turn, reflects interactions between cellular components.

In reality, an accurate global description of the cellular biochemistry needs to deal with three different
levels corresponding to genes, proteins and metabolites, as depicted in figure 1.11. This fact is at the
origin of three different types of networks:

a. Metabolic networks, that represent the chemical transformations between metabolites (that is,
between the products of the cellular metabolism).

b. Protein networks, that represent protein-protein interactions, like those related to the co-formation
of chemical complexes and protein modification by signaling enzymes.

c. Gene networks, that represent relationships that can be established between genes by observing
how the expression level of each one affects the expression level of the others.

As pointed out by Brazhnik et al. [9], in any global biochemical networks, genes do not interact
directly with other genes (as neither do the corresponding mRNAs). There is however an indirect
interaction since gene induction or repression occurs through the action of specific proteins, which are
themselves a consequence of the levels of expression of certain genes. Metabolites can also have an
effect on gene expression levels and are obviously influenced by these same levels. According to this,
it would be reasonable to adopt a three dimensional model of a global biochemical network in which

13



~Mstabolic space

Matabolite 1~ Metabolite 2
// Protain space ||

Protein 2 |
! |
Complexd— o

\ T Poteingc

Pratein 1 | { Frotein 3 1
el ! & |
| i i | i i .|
e |
i - 1
|' Jl . Vo
| \ i L fl’ i SRR I|I I
{ ) et o e i
e ] el iy e
II o 7 : ! e |l i \'\lll |
£ Ak i -.'.'r |
| Gerez | N
i (aris ke
el B
Gene 1 R
; ‘| Gene space i Gans 4

TRENDS in Budachieogy

Figure 1.11: Global biochemical networks, from [6]

the three levels mentioned above would interact from different planes. In practice, however, methods to
profile proteins and metabolites are currently being developed, but are not yet as widespread as methods
to profile gene expression (see the comments concerning microarray technology above). As a result, it
is a common approach to abstract the behavior of proteins and metabolites and just represent genes
interacting among themselves in a so-called gene regulatory network. This simplification of going

from the global biochemical network to a gene network is akin to a projection of all interactions to the
“gene plane” (figure 1.11).

Since the levels of gene expression can be quantitatively measured by observing the corresponding
levels of mARN abundance in a microarray experiment, many researchers have focused their efforts in
the challenge of using this information to learn valid mathematical models for this kind of networks.

The goal is to find a reliable procedure capable of automatically reconstructing molecular pathways and
inferring gene regulatory relations from data.

Some early approaches, such as Chen et al. [11], attempted to learn the mechanisms underlying
interactions between genes by studying low-level dynamics. They wanted to obtain a mathematical
description of the biophysical processes in terms of a system of coupled differential equations. In practice,
however, this approach turned out to be useful only for small systems. Studies like the one carried out
by Zak et al. [12] have actually proved that gene expression data is insufficient to establish a set of
ordinary differential equations capable of describing a regulatory network of this type, and that richer

data including other types of biological information is needed to ensure identifiability of all the necessary
parameters.

As opposed to this very refined level of detail, certain researchers decided to work with the coarse-
level scale of gene clustering. This is the case of the seminal paper by Eisen et al. in 1998 [10], and also
D’haeseleer et al. in 2000 [13]. This strategy assumes that co-expression is indicative of co-regulation,
and therefore attempts to identify genes that are involved in related biological processes by identifying
genes with highly correlated levels of expression. In practice though, even if some genes are correctly
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identified as being corregulated, the nature of their interactions usually remains unclear. Critics of this
approach claim that it is only capable of grouping genes in monolithic blocks and that it cannot be used
to infer the detailed form of the underlying regulatory interaction patterns.

As a trade-off between these two opposing trends, the approach of graphical models has arisen as the
preferred methodology for many researchers on the field. Within this category, subsequent divisions can
be made leading to different kinds of concrete graphical models: Bayesian networks, Gaussian graphical
models, additive regulation models, qualitative causal models, state-space models, undirected dependency
graphs and so on. The interested reader can refer to the references mentioned in [32] for more information
related to each of them.

In this report, we will focus on the study of Bayesian networks, since they seem to be one of the
mathematical tools that have yielded some of the most promising results in recent years.

The main theoretical framework for Bayesian networks was established and developed through a series
of papers by several authors (Pearl [14], Heckerman [15], etc.). They were first applied to the problem
of reverse engineering genetic networks from microarray expression data by Friedman et al. in 2000 [1].
Since then, other researchers who have published articles regarding this subject include Hartemink et al.
[16] and Husmeier [17].

The main idea underlying the approach of Bayesian networks applied to gene interaction networks
is to assume that the likelihood of a cell state, characterized by the levels of expression of the different
genes that control cellular functions, can be specified by a joint probability distribution.

A Bayesian network over a set of random variables X = {Xj,..., X,,} is basically a representation
of a joint probability distribution over X. When these variables are associated to gene expression levels,
Bayesian networks seem to be well adapted to the modeling problem at hand, since they offer powerful
mechanisms for tasks that range from basic inference to parameter and structure learning.

Assuming that a “true” Bayesian network for a given set of genes could be learned, it would be
immediate to answer many biologically interesting questions, such as: “Are genes A and B conditionally
independent given gene C?”,“What would be the effect over gene D of over expressing gene E”, “Which
genes should be acted upon in order to modify the level of expression of gene E” “Which genes are
candidates to be connected on the same metabolic pathway?”, etc...

Before going any further, let us introduce the mathematical foundations for the use and understanding
of these probabilistic models.

1.3.5 Bayesian networks fundamentals

This section provides a quick overview of some key concepts concerning Bayesian networks that will be
used in the rest of this report. For a more detailed description of the ideas presented here, the reader is
invited to refer to the Bayesian networks tutorial in appendix A.

A Bayesian network over a set of random variables X = {X1, Xo,..., X,,} is a representation of
a joint probability distribution over X. This representation has both a qualitative and a quantitative
dimension (figure 1.12), and consists of three key elements:

1. A graphical structure G with the form of a Directed Acyclic Graph (DAG).
2. A family of conditional distributions for each node given its immediate parents in G.

3. A set of parameters 6 for these distributions.
The graphical structure G = (V, ¢) consists of a set of nodes or vertices V, that represent the random
variables X, and a set of directed edges or arcs, ¢, that represent conditional dependence relations among

the nodes. If there is a directed edge from node X; to node X5, then X is called the parent of X5, and
X5 is called the child of Xj;.
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Figure 1.12: Basic concepts related to Bayesian networks used as tools for the representation of joint
probability distributions

The central dogma of Bayesian networks is given by the so-called Markov Independencies: each
variable X; is independent of its non-descendants given its parents in G. As a direct consequence of this,
the joint distribution represented by a Bayesian network can be decomposed in the following product
form:

P(X1,..,X,) = ﬁP(X,-|Pa§) (1.1)

i=1

where PaZ-G is the set of parents of X; in G. Usually, the conditional independencies represented by a
Bayesian network go beyond the Markov independencies. The notion of d-separation, a graph theoretic
concept, makes it possible, for example, to construct a linear time algorithm capable of determining
whether two subsets of nodes Y and Z are independent or not given a subset of so-called “evidence”
nodes E (nodes whose value is fixed and known).

For the rest of this report, we will only work with nodes taking discrete binary values (0 and 1). In
line with this, we will restrict the families of conditional probability distributions for all the Bayesian
networks that we will be using in the simulations to be families of discrete multinomial distributions. As
opposed to linear Gaussians, these distributions can capture non-linear dependence relations. Also, they
provide certain desirable properties for the computation of the scoring function (such as conjugate priors,
and a closed form for the integration of the likelihood) that will be discussed later on. Consequently,
in what follows, we will focus on the problem of learning the network structure G and the network
parameters 6.

Before going any further, it is important to note that some DAGs may represent exactly the same set
of conditional independence statements, as illustrated in figure 1.13a. Graphs verifying this property
are said to belong to the same equivalence class.

This concept is very important because, when attempting to learn structure just from samples of a
certain joint probability distribution, it is not possible to distinguish between equivalent graphs. If we
define a v-structure as a combination of edges and nodes in which two parents share a certain child
(X =Y « Z), then a theorem by Pearl and Verma (1990, [33]) states that two graphs are equivalent
if and only if they have the same underlying undirected graph and the same v-structures. Each class
of equivalence can therefore be represented by a Partially Directed Acyclic Graph (PDAG) where all
edges except those corresponding to v-structures are represented by undirected links, implying that
some members of the class may contain the edge with a certain orientation and some may contain it
with the other (figure 1.13b). In practice, when learning Bayesian networks from microarray data, we
will only attempt to learn the PDAG representing the appropiate equivalence class for a given dataset.
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Figure 1.13: Bayesian network equivalence classes. (a) The first three structures from the left belong to
the same equivalence class and share the same joint probability distribution, which is different from that
of the structure on the right (adapted from Dirk Husmeier). (b) Example of three Bayesian networks
belonging to the same class of equivalence and the associated PDAG that represents that class.

In order to learn structure, a common strategy consists in the use of a scored-based approach. The
scoring function can be defined using the MAP principle.

The learning problem can be stated as follows:

e Consider a dataset with m samples D = {z(1), z(2),...,x(m)} (where each x(i) represents a vector
with values for the n variables under study X = {X;, Xo,..., X;,}).

e Assume that these samples have been drawn from some unknown generating network G* with
multinomial conditional probability distributions of parameters 6*.

e Search for the simple model B = (G, #) which is the most likely to have generated the data (a
model whose underlying distribution will be close to the empirical distribution of the data).

For a given Bayesian network G, the probability of generating a certain dataset can be defined as
P(D|G). If we define P(G) as the a priori probability of network G, the probability of observing a certain
dataset D for a network G expressed by P(D,G) can be obtained as:

P(D,G) = P(G|D)P(D) = P(D|G)P(G) (1.2)

Using Bayes rule, the probability to be maximized within the framework of the learning problem can
be rewritten as:

P(D|G)P(G)

P(GID) = =5

(1.3)
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And the ultimate goal is to find the structure G* that maximizes this expression:

G* = arg, max P(G|D) (1.4)

In order to calculate the marginal likelihood for network structures, the conditional probability pa-
rameters 6 need to be integrated out:

P(DIG) = /P(D|G,9)P(9\G)d9 (15)

The Bayesian score for a given structure G and a dataset D can then be defined according to the
following expression:

scoreg(G : D) =log P(D|G) +1og P(G) + ¢ (1.6)

Under certain regularity conditions, the integral is analytically tractable and has a closed form solu-
tion. This is the case when multinomial distributions are chosen for the parameters and when Dirichlet
distributions are used for the parameter priors.

In these circumstances, the scoring function can be decomposed at a local level and the global score
for a given network can be computed as the addition of the scores for each individual node, that we will
call ‘FamScore’. This contribution depends only on the sufficient statistics of the associated variable Xy
and its parents Pay over dataset D, which results in an expression of the following type::

scoreg(G: D) = ZFamScoreB(Xk,Pak : D) (1.7)
k

Dirichlet distributions are desirable to formalize prior knowledge because they provide a very intuitive
way to deal with such formalization.

Let Fy, Fy,...F,. be binary random variables. The associated Dirichlet density function with hyper-

parameters aq, as, ...a,, where aj, as, ..., a, are integers > 1, is

F(N) a;—1 paz—1 —1
p(fhf%"':f’—l): T ! 2 "'f:-lr (18)
' [Ty Dlar)”t 72
where 0 < fr, <1,> 0 fi=1land N=>",_, ax

e Random variables Fi, F5, ..., F;., that have this density function, are said to have a Dirichlet distri-
bution.

e The Dirichlet density function is denoted Dir(f1, fa,...fr—1; 01, a2, ..., a;).

As a reminder, the Gamma function I'(z) is defined to be an extension of the factorial to real number
arguments. If n is a natural number, then I'(n) = (n — 1)!. Otherwise, the Gamma function is defined
as the following integral:

I(z) = / t* et (1.9)
0
Figure 1.14 illustrates this definition with two easy to grasp examples.

Returning to the framework of Bayesian networks, the Dirichlet density function can be used to model
prior knowledge and to define a scoring function:
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Figure 1.14: Dirichlet distributions used to formalize prior knowledge. The first example shows the use
of Dirichlet distributions to formalize prior knowledge concerning the probability of getting heads for a
certain coin after having observed different numbers of tosses and different results. For the normal coin
(100 tosses, 50 heads and 50 tails) the distribution is centered on value 0.5. For the biased coin (20
tosses, 18 heads and 2 tails), the peak of the distribution is placed at a higher value. For the case of the
normal coin and only 6 prior observations (3 heads and 3 tails), the function centered on 0.5 again but
it is not so peaked as before. The second example provides a three dimensional scenario, where three
parameters are considered that correspond to the probability of getting a certain color by extracting a
ball from a bag containing balls of three different colors.

e The idea is to “materialize” this knowledge through the choice of a certain set of prior “imaginary
counts” for each of the possible combinations of parent and node values (a;;z). These counts can be
used as the hyperparameters for a Dirichlet distribution modeling each of the discrete conditional
probability distributions in the network.

n

.. az Q%
P(@”) = D’LT’ZChZ@t(@ijl, @ian ) @ij(n—l); aijl, aijg, ceey aijn) H Ja k H z]i:k ! 1 ].0)
k= 1 )

where a;;1, is the number of prior samples for which node X}, takes value i (0 or 1) and the parents
of node X}, take the j!* value of all their possible combinations. (see example below).

e Once the prior has been defined, the number of instances of each possible combination of parent and
node values can be counted over the set of observed samples, giving a set of counts N;;;, (following
the same notation used for the a;jx). The posterior probability distribution is then also a Dirichlet
distribution of parameters (a;jr + Nijx).

P(©;;|D) = Dirichlet(©;j1, ©ij2, ., O4j(n—1); @iji + Nij1, @ij2 + Nij2, .oy @ijn + Nign) — (1.11)
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Figure 1.15 shows an example of application of this belief update procedure to the simple case of
coin toss presented in figure 1.14.

i P(0) = Dir(8;3,3)
2.57
2 Observation of (8,2)
L] from dataset D
i
0.57
0

0.2 04 ¢ 06 0.8 1

Figure 1.15: Belief update example. Dirichlet distributions are conjugate priors. Continuing with the
example above for the toss of a coin, consider the case of having observed 3 heads and 3 tails, which
gives a Dirichlet distribution of the form Dir(0x;3,3). If a new dataset containing 8 heads and 2 tails is
observed, the posterior probability will also follow a Dirichlet distribution of the form Dir(6g;3+8,3+2).

e Under this circumstances, the parameters for the conditional probability distributions 6 that max-
imize P(6|D) can be learned as:

aijr + Nijk

éijk :P(Xk :xz‘Pan :pj’D) = Z (a“k +Nk)
j 17k ()

(1.12)

e Furthermore, the local FamScore for each node X; in the network can then be computed using a
closed form formula for the integration above:

I'(a; I'(aijk + Nij
FamScore(Xy, Pax, : D) =log H I‘((z-(—ij—k])\/'-) H W (1.13)
jeVal(Pax,) I8 T IR seval(xy) ik

where the notation is the same as before and a;; = ZieVal(Xk) @ijk, Njk = Ziev“l(xk) Nijk.

When the Dirichlet parameter priors are properly chosen, this score is both class equivalent and
consistent (meaning that, as the number of observed samples grows to infinity, structures belonging to
the true generating class of equivalence will get the best score and the rest will score strictly lower).

In spite of its apparent conceptual complexity, once it has been properly defined the Dirichlet for-
malism offers an attractive ease of use and implementation.

In order to clarify these concepts and the notation used above, let us consider a very simple example
of calculation of the Bayesian score within the scenario depicted in Figure 1.16 (and adapted from [30]).

Example

The objective in this example is to learn which of the two structures presented in figure 1.16
is better adapted to a given set of observed samples and a certain choice of priors (which are also
shown in the same figure).

For structure A, the Dirichlet hyperparameters are obtained by simple counting

20



Samples Priors

X1 Xz X1 XE
1 0 0 1 0 0
i 0 1 2 0 1
3 0 0 3 1 0
4 1 1 4 1 1
5 0 0
3 1 0
7 0 0
8 1 1

Structure A Structure B

O—®||® &

Figure 1.16: Example of score computation for a very simple learning problem.

1. over the priors (a):

e a[value=0,parent=0,node=1]=agg; =2
e a[value=1,parent=0,node=1]=a,4; =2
e a[value=0,parent value=0,node=2]=agp;=1
e a[value=0,parent value=1,node=2
[
[

]
=

e a[value=1,parent value=0,node=2|=a191=
]

e alvalue=1,parent value=1node=2|=a;11=1

2. and over the observed samples (N):

e N[value=0,parent={),node=1]=Nyp; =5
e N[value=1,parent=() node=1]=N;p; =3
e N[value=0,parent value=0,node=2]=Nygo=4
e N[value=0,parent value=1,node=2]=Np12=1
e N[value=1,parent value=0,node=2]=Njg2=1
[

e N[value=1,parent value=1,node=2]=N;15=2

We will consider that the a priori probability P(G) for the two structures is the same, and so we
will just ignore it for comparison purposes.
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Substituting these values in in equation 1.13, the score for structure A is:

score(Gy : D) = FamScore(Xy,(Pax, =0): D)+ FamScore(Xa, (Pax,
— log ( I'(ag1)  T'(agp: + Nop1) I'(arp1 + Nl@l))
am + Nm) I'(aop1) I'(aip1)
+ log ( I'(ao2)  T'(aoo2 + Nooz2) I'(a102 + N102))
ING (102 + Noz)  T'(aoo2) I'(aio2)
( I(a12)  T(ao12 + Noiz) I'(a112 + N112)>
+ log
F(a12 + Ni2) I'(ao12) I'(ai12)
( 4 2+5)F(2+3)>
= log
r(4+ @ @)
I( 1 + 4T+ 1)
I
+ooe <r(2 + 5) ) (1)
(2 +1)T(1+2)
I
NG + 3 1) (1) )

= log(7.2150 - 107%) = —11.839

For structure B, the Dirichlet hyperparameters are also obtained by simple counting;:

1. over the priors (a):

e alvalue=0,parent=0,node=1 aom—

e a[value=1,parent=0@,node=1

[ =

[ ] =a191=
e a[value=0,parent=0,node=2]=aggo=

[ =

e a[value=1,parent=0 node=2|=apr=2

2. and over the observed samples (N):

~—

e N[value=0,parent={),node=1]=

[
e NJ
o N[

NI

value=1,parent={,node=1]=
value=0,parent=(,node=2

value=1,parent=(), node=2]=

Substituting these values in equation 1.13, the score for structure B is:

score(Gy : D)

log < I'(ag1)  T'(aopr + Nog1) I'(argr + an))
I(

FamScore(Xy,(Pax, =0): D) + FamScore(Xs, (Pax, =0) : D

apr + Np1)  T'(aop) [(aip1)
o I(ap2)  T'(agpz + Nog2) '(aips + Nig2)
o (F(awz + Ng2)  T'(aopz2) ['(aip2) )
_ F(4) F(Q + 5) F(Q + 3) F(4) F(Q + 5) F(2 + 3)
= log (r(4 +8) (2 I(2 ) +log <P(4 18) T2 I(©2

log (6.7465 - 107%) = —11.906

:Xl)D)

)

Since structure A obtains a higher score, it should be preferred over structure B and therefore,
it seems that, according to the given dataset and the choice of priors, the two variables are more

likely to be dependent than independent.
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Discrete search

In practice, once a suitable scoring function as the one above has been defined, it is necessary to explore
the space of all possible DAGs in order to find the structure that best fits the data. Since the number of
candidate networks increases super-exponentially with the number of nodes (the optimization problem
has been proved to be NP-hard, [18]) direct search soon becomes intractable and other discrete search
procedures must be taken into account. Both traditional approaches such as greedy hill-climbing or
simulated annealing and new heuristic methods such as the Sparse Candidate algorithm proposed by
Friedman et al. [19] can be used at this point.

Model averaging and subnetworks

Because of the small sample regime inherent to microarray expression data, finding the single top-scoring
structure for a given dataset may be not enough to learn the true edges of the generating network. This
is why different model averaging techniques have been proposed in the literature. The basic idea behind
them is to learn several networks (either by accepting several top-scoring structures for a given dataset
or by generating additional datasets through a process of bootstrap sampling) and to assign a level of
confidence to each of the individual learned features (such as the presence of a certain edge between two
nodes or the lack thereof). The simplest way to do this is to consider the percentage of learned networks
that contain the feature under consideration. After that, subnetworks may be learned by keeping only
those features with confidence over a certain threshold. These subnetworks need no longer follow the
formalism of Bayesian networks (they may present directed cycles, for example), but some researchers
suggest that the gain of robustness and accuracy associated to them might still render them valuable in
terms of biological meaning.

1.3.6 Overview of previous works on the field

In order to bring this introductory chapter to an end, we will briefly review some of the main results
obtained by other researchers using this approach.

Today, Nir Friedman continues to be at the head of a scientific team that includes his former student
Dana Pe’er, while collaborating with other researchers like Daphne Koller. In Pe’er’s PhD dissertation
[2], a full description of their proposed methodology at the time is provided and supplemented with
some concrete experimental results. This doctoral research project was adopted as the starting point of
reference for my work at Johns Hopkins.

Friedman and Pe’er propose a Bayesian score-based approach like the one described in the previous
section for learning structures, therefore using a conditional log-posterior, multinomial distributions
and Dirichlet priors (a strategy which is also followed by Hatermink et al. [16] and Husmeier [17]).
Implementing appropriate discrete search procedures, they explore the space of all possible directed
acyclic graphs and are capable of finding the top-scoring structure for a given dataset. Additionally, they
propose a model averaging approach that allows them to learn gene subnetworks based on high-confidence
features extracted from the data. For this, the search over the space of candidate high-confidence features
is enhanced through the use of a second scoring function based on statistical significance and the use of
a seed-based approach.

Their whole strategy has been summarized in a recent article by Pe’er published in Science magazine
[20]. Figure 1.17 shows some of the networks that they have been capable of learning using 300 full-
genome profiles from the yeast Saccharomyces cerevisiae.

Their study also provides measures of statistical significance that were carried out using randomization
procedures over the original dataset as well as simulations with synthetic data. These are shown in figure
1.18.

Finally, they provide a comparison of the performance of their Bayesian network approach and other
concurrent strategies (fig. 1.19). For this, they established a “true” model using commonly accepted
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Figure 1.17: Samples of learned subnetworks from Pe’er’s PhD dissertation [2]. Dataset: 300 samples,
100-fold bootstrap. (a) Gene subnetwork for mating response in Saccharomyces cerevisiae (learned over a
subset of 565 genes using a seed approach). The widths of the arcs correspond to features confidence and
they are oriented only when there is high confidence in their orientation. (b) Example of sub-network used
for hypothesis generation. (subset of 947 genes, seed approach) Numerical values represent confidence
levels. At the time of the study, the role of genes Svsl and Pry2 was unclear. It was later discovered
by biologists that they are related to cell wall processes, as could have been expected from a simple
observation of the learned sub-network. (c) Results for amino-acid metabolism fragments using a 0.75
threshold for feature confidence. (subset of 947 genes, seed approach) Solid lines represent correct learned
edges, dashed lines represent incorrect ones and dotted lines stand for missed edges w.r.t. commonly
accepted biological relations.

gene interactions gathered from literature and compared the number of true positives as a function of
false positives that were obtained using the different methods.

Their results seem to suggest a double-sided conclusion:

e On the one hand, it seems evident that the correspondence between the learned structures and the
structures of reference is statistically significant; the accuracy is beyond anecdotal. Also, Bayesian
networks seem to offer a better performance than their competitors in the comparison study.

e On the other hand, however, the final results and their practical implications are far from ideal. In
order to guarantee an acceptable level of false positives, the number of true positives that can be
learned must be kept very small. In other words, features with a very high confidence are rarely
false, but the need to impose such high confidence levels prevents many true relations from being
accepted.

As mentioned before, Hartemink et al. also used the same score-metric and the same basic underlying
ideas for learning structure. In their paper [16] they present an example of a case where Bayesian
networks were used to confirm a biological hypothesis (figure 1.20).

The work of Hartemink et al. is very interesting because they show an application of the Bayesian
network approach for practical purposes considering a very simplified scenario. They sacrifice compre-
hensiveness in order to achieve robustness: they work with 52 samples and they study a set of only three
genes, finally getting to determine the probabilistic independence or lack thereof between two of them.
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Figure 1.18: Randomization and simulation experiment results, from [2]. (a) A new dataset was gen-
erated by permutation of the observed values independently for each gene through the 300 full-genome
original dataset (permutation of “experiments” or “columns” in the microarray). In such a new dataset,
all genes are independent of each other and there are no “real dependecies”. The graph shows the dif-
ferences in the feature confidence distribution between random and real data. (b) A Bayesian network
was learned from real data and then it was used to generate 300 synthetic samples. The graph shows
the rate of false positives in this synthetic dataset as a function of the confidence threshold.

Within this context, their results appear to be sufficiently reliable and therefore they present a case of
study where their theoretical approach provably leads to biologically sound conclusions.

Finally, Dirk Husmeier also seems to arrive at some conclusions that point in the same direction in a
related article [17], where he carries out some simulations using synthetic and “synthetic realistic” data
(that he generates using differential equations taken from the biological literature). His methodology
though is actually somewhat different since he works with dynamic Bayesian networks and focuses on
the analysis of time series for gene expression values.

To sum up, it seems that previous work carried out by different authors on the field of Bayesian
networks applied to learning gene interaction networks from microarray data have been able to prove
that some certain degree of learning can be accomplished and that this degree varies with several factors,
such as the training size, the number of genes considered and the complexity of the target network. In
practical applications, however, because of the small sample regime, the abundance of spurious edges
makes it very difficult to extract true interactions and so biologists wanting to use these techniques are
usually forced to either reduce the scope of their investigation to a limited subset of preselected genes
or accept a compromise between the number of true edges that they attempt to infer and the price in
terms of possible spurious edges that they may be willing to pay.

25



Mating: distance <7 Mezabolism: distance < 7
300 T T r 152 T T T
=== Bayesan network = Eayetian network
vmis ranked comelation ':; rar-e:cweuw
m_- g«.stering jat E:::a:c:cmaln!
250H earson comelaton i
- o 1
-
2001 E mr - = E
-
8 .
§ : j
= -
81501 v 2 o*
-
H oo H -
- a® o - "
100 E saf - 4
50F y =
P Y LL L E R _.--"“
mmw=® ——
c"—-.- e .--"'-.
nn=? . " L " 2 gmmp==a==s ' " L
GL! 50 100 150 200 250 300 # - Lo ™ o 0 300
false positives false positves

Figure 1.19: Performance comparison for Bayesian networks, clustering, correlation and ranked correla-
tion, from [2]. A reference network is “hand constructed” from biological literature and used as ground
truth. A false positive represents a pair of genes that are connected in the learned network, but uncon-
nected in the reference network. A true positive is a pair of genes that are connected by a path of length
at most 6 in both networks. (a) Results for mating network (learned over a subset of 565 genes using a
seed approach). (b) Results for AA metabolism network (subset of 947 genes, seed approach)
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Figure 1.20: Case of study described by Hartemink et al. [16]. (a) Two competing models of represen-
tative Bayesian networks for describing a portion of the galactose system in yeast. M1 was originally
accepted in biological literature, but it was later replaced by M2 following experimental discoveries. (b)
Simplified version of the conditional independence assertions that distinguish models M1 and M2. (c)
Bayesian scores for all model equivalence classes of the simplified three variable system. The models
can be divided in two groups, where those who include a direct edge between Gal80 and Gal2 obtain a
substantially better score. This lends support to the claim that Gal80 and Gal2 are not conditionally
independent given Gal4, and therefore to model M2.
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Chapter 2

Experiments and results

This chapter presents the simulations and experiments carried out during my internship and so it con-
stitutes the core of this report.

All simulations were made using Matlab 7. Appendix B provides a description of the code that I
wrote for their implementation, including;:

e General coding conventions such as the format used to specify the networks and their parameters.

e A description of the Matlab algorithms that were written and used to generate the synthetic samples
and the priors, to calculate the score, to automatically determine the class of equivalence of a given
network, to check for the absence of directed cycles within a graph, etc.

e A description of a graphic interface for the case of 4 variables, that was created to facilitate both
experimentation and result visualization for the different proposed simulation scenarios.

Readers are therefore invited to browse through this appendix in order to grasp the more technical
details of the experiments, so that here we will mainly focus on the mathematical concepts under study.

As a general guideline, all the experiments described in this report share the following common
mathematical choices:

e The observed samples are always considered to be binary, taking the value 0 or 1.

e The conditional probability distributions are always discrete multinomials (over binary variables).
For each node Xj, there is a parameter 6;;, that represents the probability of variable k taking
value i when its parents in the network take value j (with j being one of their possible 2numFarentsy
combinations) .

e The sets of priors that have been used are the same for all the simulations:

— A uniform prior has been considered for all possible structures, making them all a priori
equally probable.

— For the choice of parameter priors, a Dirichlet distribution has been used, with hyperparame-
ters obtained by counting over a set of prior imaginary samples that included a representative
for each possible vector of node values. The size of this prior was therefore always equal to
gnumNodes  Rigyure 2.1 illustrates this point.

e Finally, in this context of multimomial distributions and Dirichlet priors for all the experiments,
the scoring function used in all of the simulations is the one proposed by Friedman et al. (eq. 1.7
and 1.13).
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Figure 2.1: Choice of prior datasets intended to formalize uniform prior beliefs. The hyperparameters
a;j, are obtained by counting over them (ex. {X; = 0,Xs = 1,X3 = 1}=011").

2.1 Score efficiency and network “learnability”

The first set of experiments was intended to study the number of samples that would be necessary to
observe in order to learn a certain Bayesian network with a certain reliability, as well as the influence of
several intrinsic characteristics of the target network, such as the number of nodes under consideration,
the characteristics of the underlying conditional probability distributions, the presence of noise, etc.

The main goal of these simulations was to study the conditions that need to be imposed to a certain
dataset for it to be considered informative enough to allow the learning of individual, global networks
(since we will not consider any kind of model averaging strategies in this section) given a certain scoring
function and a certain set of priors (both for the parameters and for the structure).

2.1.1 Influence of the number of nodes

We began by studying the effect that the number of nodes has over the required sample size for the
observed dataset.

Experiment 1.

e We chose four different Bayesian networks, presented in figure 2.2. The first three structures
show an increasing order of complexity built over the same initial pattern. The fourth structure
is the same as the first one, but two unconnected nodes were introduced as “dummy” or “noisy”
variables. We wanted to study the number of samples needed by the learning procedure to
identify these variables and recover the true relations.

e We fixed a value for their conditional probability parameters 6, so that:
— When a node Xj, had a single parent X, 610, = P(X), = 1/X; = 0) = 0.82 and 6115 =
P(X, =1|X; = 1) = 0.18.
— When a node X had two parents X;; and Xjo, then 6190r = P(X, = 1|X;1 =0, X0 =
0) = 0.157 '9101k = 0.3, 911% = 0.7 and 9111]@ =0.85

e For each of the 4 networks under study and for each sample size, we generated 100 datasets of
synthetic samples.

e For each of these datasets, we defined the reference score as the score of the true generating
network and we performed a direct search over all the possible structures that could be built
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using the given number of nodes for each case. If a structure not belonging to the equivalence
class of the generating network received a score equal to or greater than the reference, we
counted it as a failure and we went to the next dataset.

e Finally, we calculated the success rate (as 100 minus the number of failures) for each pair of
structure and sample size. The results are shown in figure 2.3.

(4) (&) (&)
S ®

o Y lle @

(E)

Figure 2.2: The four structures used in experiment 1.

The number of different structures that can be explored for n nodes or variables is 3(*("=1/2) " This
implies 27, 729 and 59049 candidate models for the cases of 3,4, and 5 variables respectively. From this,
we can directly eliminate all the models containing directed cycles (by using the algorithm to check for
acyclicity described in appendix B), which leaves 25, 543 and 29281 candidates.

In practice, we can only make a distinction between equivalence classes, and so the spaces to explore
can be reduced. From the literature, we found that the ratio of the number of equivalence classes to
the number of DAGs calculated empirically seems to tend asymptotically to 0.267 [24]. Therefore, even
though the number of total candidate graphs to explore can be somewhat reduced by taking these two
aspects (lack of directed cycles and equivalence classes) into account, the exponential growth with n
still makes it intractable to use direct search procedures for all but very small numbers of variables.
This observation is at the origin of the use of discrete search procedures like those described in the next
section.

If we look at figure 2.3, we see that for the first three networks there seems to be an initial phase
during which the success rate experiences quick growth with respect to the number of samples. After it,
this rate seems to become more stable and, even if it continues to grow in the long term, this growth is
severely slowed down. This turning point in the behavior of the curve can be estimated at around 40-50
samples for the first network, at around 700-800 samples for the second and at around 1500-1600 for the
third.

The fourth network under study also seems to present this tendency, although the transition is
smoother and can be estimated at around 2500 samples. The results obtained for the third and the
fourth networks, when compared to those of the first one, suggest that additional unconnected nodes
need not be, in general, easier to learn than additional connected ones. In fact, it seems more difficult
to spot the presence of new unconnected nodes in network four than it is to correctly learn the five-node
connected structure of network three.

In any case, this first experiment clearly shows that the number of nodes has a direct effect over
the necessary sample size to learn structure. As expected, networks containing a higher number of
nodes imply more relations among them and are therefore more difficult to learn. Furthermore, these
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Figure 2.3: Results for experiment 1. Structures from figure 2.2 are considered, using the same color
coding. Top panels show a close up of the results for the networks with 3 and 4 variables for small sample

sizes. The graph shows the influence of the number of nodes over the Bayesian score performance and
its evolution with the sample size.

simulations provide a valuable insight concerning the order of magnitude for sample sizes that achieve
a certain success rate as a function of the number of nodes. For the networks in the example, it seems

that we may reasonably attempt to learn certain structures containing 3 variables with 100 samples, 4
variables with 1000 samples and 5 variables with 3000 samples.

2.1.2 Influence of the choice of parameters for the conditional probability
distributions

Having studied the effect of the number of nodes and the structure, we decided to also consider the
influence that the values of the parameters for the conditional probability distributions of the target

network have over the learning results. As mentioned at the beginning of the chapter, we always worked
with discrete, multinomial distributions and binary variables.
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Ezperiment 2.

e We decided to begin by studying the behavior of a single v-structure and we fixed a sample
size of 200.

e For the conditional probability distributions of the common child, the following patterns were
considered:
1. OR: ©190x = Porr, ©101k = Pon, O110k = Pon, ©111x = Pon -
2. AND: O100x = Porr, ©101k = Porr, ©110k = Porr, ©111x = Pon -
3. XOR: ©190r = Porr, ©101x = Pon, ©1106k = Pon, O1111 = Porr -
4. g\ICREMENTALi O©100k = Porr, ©101k = Psemi-orr, ©110k = Pseymi-on, O111k =
ON -

where Poy = 0.5+ a, Porpr =0.5—0, Pseyi—oN = O.5+a/2 and Psgypi—oFF = 0.5—6/2

e In all cases, ten values of a and # where evenly sampled between 0.05 and 0.5 in 0.05 intervals.

Figure 2.4 shows the results that were obtained for the simulation. Actually, the figure for the
cases OR and AND is the same because of symmetry considerations, and thus only three really different
patterns are shown.

As expected, the success rate is zero or very low for values near total randomness (0.45 and 0.55).
For the OR/AND and the incremental patterns, the highest success rates are obtained for the most
deterministic values of the parameters (near 1 and 0). The results for the XOR pattern, however, seem
to be less affected by the particular choice of the parameters since, except for the region near 0.5 for
both of them, the variations in the success rate are not big in magnitude. It is interesting to point out
that in this case, the maximum is not achieved for the most deterministic joint choices of parameters,
but for the choices involving one of the parameters being almost deterministic while the other one is kept
almost random (near 1 and 0.45 or near 0 and 0.55).

Having studied the case of a single v-structure, we decided to look at a slightly more complex structure
involving 4 variables and we repeated the experiment with the second structure from figure 2.2. We
now fixed a sample size of 500 samples and we defined the parameters for nodes having a single parent
as: ©;10 =05+ a, ©;;;1 =0.5— 0.

The new results obtained for the same patterns are shown in figure 2.5. It is interesting to point out
how the inclusion of the new parent node with respect to the simple v-structure has a strong impact in
the shape of the success rate values.

The most striking change is that now, a very low success rate is always obtained for values corre-
sponding to deterministic or near deterministic parameters (~ 1 and ~ 0), as opposed to the previous
scenario.

The reason for this is that, when parameters become totally or almost totally deterministic, nodes 2
and 3 tend to take always the same values, which in turn makes the value of node 4 a deterministic direct
consequence of the value of node 1. In this situation, a model incorporating edges between nodes 2 and
3 and between nodes 1 and 4 gets a better score that the “true” generating model. Furthermore, since
the two central nodes always take the same value, the whole distinction between the XOR, AND/OR
and incremental patterns loses its meaning, and the new shapes for the obtained results are much more
similar to one another than before.

The conclusion from this is that, even if we can characterize the behavior of a certain pattern of
parameters for an isolated v-structure, once it is inserted in a full, more complex Bayesian network,
new dependencies may arise that can dramatically modify the actual observed pattern. This may lead
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Figure 2.4: Results for experiment 2. Simple v-structure (bottom right). Figure shows the success rate
as a function of the values for Pon and Popp (which in turn measure the level of randomness for the
conditional dependence distributions) for three different patterns (OR/AND, XOR and INCREMEN-
TAL).

to situations in which the final learned model is not exactly the same as the one that generated the
network, but it is capable of explaining the data equally well. This seems to be more so when very
deterministic parameters are chosen. This might be considered a drawback of the Bayesian network
approach, since in some situations like the ones we just discussed, these tools would prove themselves
incapable of establishing the conditional independence of node D with respect to node A given nodes B
and C, therefore jeopardizing the inference of some possible biologically meaningful relations.

2.1.3 Influence of the presence of noise

As we mentioned in the introduction, microarray measurements are still in a relatively early phase of
technological development and, even though quick progress in the field is continuously being made, the
simulation of noisy data seems an interesting aspect to be taken into account.

This is why we decided to run an experiment to have an idea of the effect of a certain noise probability
over the performances of the scoring function under study.
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Figure 2.5: Results for experiment 2. Network containing 4 nodes (bottom right). As before, figure
shows the success rate as a function of the values for Poy and Popp (which in turn measure the level of
randomness for the conditional dependence distributions) for three different patterns (OR/AND, XOR
and INCREMENTAL). However, we observe that the addition of a single variable has a big effect over
the shape of the performance surfaces.

Experiment 3.

e We chose to use structure two from figure 2.2 and the same values for the choice of parameters
for the conditional probability distributions that were described in experiment 1.

e This experiment comprised two different simulations:

1. First, we introduced noisy samples by randomly flipping individual values of a synthetic
dataset with different probabilities (Prrrp, a value of Prr;p = 0.01 meaning that ap-
proximately one out of every one hundred samples is flipped). We studied the effect that
this had on the success rate curves over a certain range of sample size values. Results are
shown in figure 2.6 (top panel).

2. After this, we considered the effect of introducing a fixed number of completely random
samples (where all nodes take values 0 or 1 with a probability of 0.5) and studying the
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influence that they had in the evolution of the success rate over a certain range of sample
sizes. The idea was to see how many additional samples were needed to recover from the
introduction of these “misleading” sample subsets (which were always the first samples
of each considered dataset). Results are shown in figure 2.6 (bottom panel).

Different noise probabilities (0:0.01:0.05)
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Figure 2.6: Results for experiment 3. Both panels show the evolution of the success rate with the sample
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size. In top panel, 6 different error probabilities are considered [different values of Prr;p], ranging
from 0 (blue line, top) to 0.05 (yellow line, bottom) in 0.01 intervals (curves with higher success rates
correspond to sequentially lower error probabilities). In bottom panel 7 different sizes of an initial set
of noisy (random) samples are considered, ranging from 0(blue line, top) to 300(grey line, bottom) in 50
sample intervals (again, the correspondence is sequential).

Interestingly, these two simulations may reflect two different practical scenarios:

e The first one, for example, might correspond to a situation in which the digital scanner for the
microarray has a defect that makes it read a wrong value with a certain probability that affects all
read values. In these circumstances, the results seem to show that getting more samples does not
help solve the problem. On the contrary, not only does the success rate not improve with bigger
sample sizes, but it decreases strongly (especially for values of Prr;p > 0.02). It seems that when
Pryprp is very, very small, having more samples may help, but there is a certain threshold over
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which, having more samples also implies having more errors, and the number of these surpasses
the advantages of the bigger dataset.

e The second scenario, might correspond, for example, to a situation in which a punctual error has
been made on the measuring process (imagine a defect of fabrication in one area of one of the single
microarrays used in the experiment). However, the new measurements that are added after the
initial error do not have this problem, and so the results show that, when new samples arrive, the
score is capable of overcoming the difficulties associated to the noisy samples and the success rate
grows with the global sample size.

In addition to this, the the first scenario could also be seen as an strategy to simulate the introduction
of discretization noise. In practice, the levels of gene expression provided by microarrays measurements
take continuous values that need usually be transformed into discrete quantities before being processed
within the context of Bayesian networks (or at least they do when these are based on multinomial
distributions). When raw data from the microarray is observed, there is not such a thing as a “expressed”
(1) or “unexpressed” (0) genes, but only real numbers taking values within a certain range. A very
straightforward approach would consist on finding the median of all values and consider that genes
with higher values are expressed and genes with lower values are unexpressed. We might even prefer
to consider three levels corresponding to genes that are underexpressed, overexpressed or “normally”
expressed. Several approaches have been proposed in the related literature to address this discretization
task, including statistical methods, clustering procedures and alike. In any case, it seems that the
discipline is still at early stages of development and no real standards have yet been agreed upon.
Simulations like the ones presented here stress the importance of making a right choice.

Because of all the above, and even though they are very simple, these experiments provide an inter-
esting insight to the priorities that would need to be addressed by microarray technology experts if the
Bayesian network formalism were to be adopted.

2.1.4 Further commentaries on the Bayesian score

We will finish this first section that deals with learning individual networks by presenting a final experi-
ment on the behavior of the Bayesian score.

From a mathematical point of view, the Bayesian score has been proved to be consistent ([34]). This
means that when the number of observed samples grows towards infinity, the real generating structure
G* is guaranteed to maximize the score and all other structures that are not equivalent to G* will have a
strictly lower score. Having this in mind, we decided to compare the scores achieved by the equivalence
class of the real generating structure and the rest as a function of the number of observed samples for a
very simple case.

FExperiment 4

e Again, we chose to work with the second structure of figure 2.2 and the same parameters from
experiment 1.

e Using this network, we generated a set of 100 datasets and we plotted the normalized average
score obtained for all the 543 possible DAGs that can be constructed with four variables.

o We looked at the difference in these average scores for two datasets of 500 and 5000 samples.

e We also calculated the minimum and the maximum scores over the 100 datasets for each sample
size.

e Finally, we calculated the score for sample sizes in the range of 500 to 5000, with intervals of
500 and we computed the variance.
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Average score distribution for 500 samples Average score distribution for 500 (green) and 5000(magenta) samples
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Figure 2.7: Results for experiment 4. Top panel shows the normalize score for all possible networks
containing 4 nodes averaged over 100 datasets generated with a reference model (structure 2 from fig-
ure 2.2). Left panel shows the results for 500 samples (green) and right panel shows the results for 500
(green) and 5000 samples (magenta,superimposed and almost identical to 500). Bottom panel shows
mean (green), min(red) and max(blue) score values (over 100 datasets) for the case of 500 (left) and
5000 (right) samples. We observe that the main difference between the results obtained for both sample
sizes is the diminution of the standard deviation for the score.

Figure 2.7 (top) shows the results for the average scores for sample sizes of 500 (green) and 5000
(magenta). Since they are almost identical, the magenta curve is superimposed to most of the values of
the green one on the right panel. It thus seems that the average scores are very similar for all models in
these two situations.

However, if we represent the minimum score (green) and the maximum score (blue) together with the
mean value (green) we observe a big difference between the 500 and the 5000 samples datasets (figure
2.7 bottom panels). This is further illustrated in figure 2.8, where the variance of the score is shown as
a function of the sample size.

We might have thought that, for very small sample sizes such as the one of 500 samples, some
models not belonging to the equivalence class of the true one could have an average score greater than
the reference model, and that the effect of observing more samples allowed to progressively invert this
disequilibrium. This would provide an intuitive explanation to the low success rates for small samples.

The results obtained, however, seem to point in a different direction, since they suggest that the fact
of having a bigger dataset does not have a direct effect on the global average for the score. However,
it helps to progressively reduce the range of variability for the obtained scores around the average, and
this would be the explanation for the growth of the success rate with the sample size observed in the
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previous experiments.
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Figure 2.8: Results for experiment 4. Left panel shows the evolution of the mean(green),min(red) and
max(blue) score for the true generating model between 500 and 5000 samples in 500 sample intervals.
Right panel shows the evolution of the standard deviation. These results are consistents with the previous
figure.

In any case, it seems evident that there must be a certain threshold on the sample size under which the
average score distribution differs from the one that permits to correctly learn the good model (otherwise,
we could just split a single dataset of 500 samples in 50 datasets of 10 samples and compute the average
in order to learn the right model). This fact, together with its relation and implications for the bootstrap
approach that will be presented later on are a possible subject of future research.

2.1.5 Partial conclusions

The main conclusions derived from the simulations discussed in this section, can be summarized as
follows:

e Certain aspects such as the number of nodes of a Bayesian network seem to have an important
influence in the degree of difficulty associated to its learning. As the number of nodes increases,
the number of possible candidate networks that need to be taken into account grows exponentially
and this has a double effect over the learning process:

— On the one hand, there is a combinatorial explosion on the number of structures that need
to be explored, and this makes the search for the good structure much more computationally
expensive.

— On the other hand, bigger samples sizes are required to learn the correct network, since
having more nodes implies having more structures that closely resemble each other and that
are capable of obtaining similar scores when the number of samples under observation is not
big enough.

e Another factor that has an important influence over the success rate when attempting to learn
a Bayesian network is the choice of parameters for the conditional probability distribution. As
we have seen in experiment 2, both the ON-OFF pattern and the choice of actual values for the
parameters (closer to deterministic relations or closer to total randomness) have a big impact in
the learning process. Furthermore, when global network are considered, certain combinations of
structure and parameters may become particularly difficult to learn, since they may give rise to
situations where, for example, certain nodes almost always take the same values and this obscures
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their pattern of interaction over their children (if two parents always take the same value, what was
supposed to be an XOR may degenerate into a deterministic relation between parents and child).

Our experiences involving the simulation of added noise show that Bayesian networks seem capable
of recovering from the addition of a fixed number of noisy samples. However, when a fixed noise
probability (PrLIP) is considered and when it goes over a certain threshold, the arrival of new
samples is incapable of improving the learning performance (since more samples also implies more
errors).

Finally, we have observed how, for the range of sample sizes considered in experiment 4, an increase
on the sample size is beneficial to the learning problem not actually by providing a higher mean
value to the score of the true model and a lower mean value for the rest (as we might have though
by looking at the definition of score consistency, see appendix A), but by providing a progressive
reduction of the standard deviation for all the individual scores that results in the true model
getting the best values more and more often.
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2.2 Discrete search methods

As we mentioned in the previous section, the number of possible structures that can be built with n
variables is given by the expression 3("("=1)/2) By discarding graphs that contain directed cycles and
by working with equivalence classes, the number of total structures to be considered can be divided in
practice by a certain factor, but the exponential growth remains there.

This is why the approach of direct search, which consists in exploring all the possible structures in
order to select the one with the highest score, becomes intractable for situations involving more than
just a few nodes. Since the field of discrete search is a relatively well-known one, some of its classical
strategies have been proposed to overcome this difficulty. In this section, we will look at two of the most
popular ones: greedy search and simulated annealing, together with the Sparse Candidate algorithm,
which is a heuristic proposed by Friedman et al. [25] and intended to optimize the basic greedy search
procedure.

2.2.1 General comparison

To begin with, we decided to test all the four general strategies over the same learning task, in order to
get a basic idea of their general performances.

Experiment 5.

e We chose to work with four variables first and with five variables later and we selected the third
and fourth structures from figure 2.2. The choice of parameters for the conditional probability
distributions was also the same as in experiment 1.

e We generated synthetic datasets using these structures for each of the different sample sizes
under study and we used the four approaches to learn the best network for each dataset.

e For the three new discrete search methods, if the learned network belonged to the equivalence
class of the generating structure, we considered it a success and otherwise we counted a failure.
For the direct search approach the results are the ones we obtained in experiment 1, where we
counted a failure if there was a structure that obtained a score equal to or greater than that
of the generating structure and did not belong to its same equivalence class.

Figures 2.9 and 2.10 show the results obtained for the experiment.

In the case of the network with four variables all search procedures seem to offer similar performances
(which might be due to the fact of dealing with a very simple network).

In the case of the network with five variables, direct search, greedy search and sparse candidate seem
to offer similar performances in terms of success rate, with direct search behaving slightly better for
sample sizes over 2500. Simulated annealing, seems to get a lower success rate, but the fact that it was
executed “on its own” must be taken into account. In practice, the execution on simulated annealing is
frequently followed by an additional greedy search and their combined action usually equals or surpasses
either of them when used isolated.

In terms of speed and computational complexity, greedy search and sparse candidate clearly outper-
form the other two approaches. When it comes to direct search and simulated annealing, it is interesting
to observe the inversion of their positions in the ranking. In effect, whereas for 4 variables direct search
is much faster than simulated annealing (with epsilon=0.001 and maxStalls=200), for 5 variables di-
rect search becomes much lower. This reflect the exponential growth in complexity associated to this
approach, which constitutes its main critical drawback. Even though simulated annealing begins as a
relatively “slow option”, its sensitivity to the number of considered variables is much lower than that of
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Figure 2.9: Results for the network containing 4 nodes. Left panel shows the evolution of the success rate
with the sample size for direct search(blue), greedy search(green), simulated annealing(red) and sparse
candidate(cyan). Right panel shows a comparison of the time that it takes a network from a given dataset
of 1000 samples using the four procedures. Results for GS and SC were averaged over 1000 executions.
Results for SA and DS were averaged over 500 executions. (Parameters for SA were epsilon=0.001 and
maxStalls =200, for sparse candidate the parent candidate size was fixed to 2; simulated annealing was
used “on its own”, not followed by the execution greedy search).

the direct search procedure. The bigger the number of nodes, the poorer the direct search performance
with respect to the others is clearly bound to become.

The version of the Sparse Candidate algorithm implemented in our code (see appendix B) is very
similar in spirit to the basic greedy search approach, but it includes a refinement that consists in limiting
the number of possible candidate parents for each node at each iteration. Using mutual information
measurements, a subset of candidates is selected and then the greedy search is restricted to this subset.
The gain in terms of complexity reduction cannot be observed for small numbers of nodes such as the
ones considered for the experiments described in this report. In its original context, however, Friedman
et al. proposed to use it in scenarios involving near 1000 variables. In this situations, selecting a subset
of, say, ten or twenty candidate parents for each node can be highly beneficial, since it can speed up the
search while maintaining the performance in terms of success rate. The critical point is, in any case, to
guarantee that the set of candidates that are selected always contains the right ones. In our very simple
scenarios, this actually seems to be the case.

2.2.2 Simulated annealing

Even though looking at figure 2.10. we may get the impression that simulated annealing, when used alone
(without a final execution of greedy search), is not a very useful approach, since its performances seem
to be worse than the rest and its time consumption is quite high, this strategy offers certain advantages
that need to be taken into account.

The main one is the capability of customizing the trade-off in terms of precision and computational
complexity that we want to achieve. In one extreme, direct search is guaranteed to find the top scoring
structure, but the number of possible combinations that need to be explored soon becomes intractable.
On the other end, greedy search is very fast and computationally inexpensive, but for certain applications
we may need to dig deeper in search for the good structure.

Covering the space between the two, simulated annealing can be adjusted to specific application
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Comparison of success rate for different search procedures (5 nodes)
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Figure 2.10: Results for the network containing 5 nodes. Same notation as in previous figure. In this
case, results were averaged over 100 executions. The dataset used for time measures also contained 1000
samples. (Again, parameters for SA were epsilon=0.001 and maxStalls =200, for sparse candidate the
parent candidate size was fixed to 2; simulated annealing was used “on its own”, not followed by the
execution greedy search).

requirements through two basic parameters: epsilon and maxStalls. Epsilon controls the diminution rate
for the probability of accepting a change that does not constitute an improvement in terms of score
(according to an expression of the type (1 — ¢€)™“mer MaxStalls is the maximum number of consecutive
times that the search procedure can be stuck (because the proposed change was not accepted) before it
finally comes to a halt. For more details, see appendix B.

Ezperiment 6.

e We chose the same four variable structure and the same set of parameters of experiment 1.

e We generated 100 datasets of different sample sizes and we learned a network for each of them
using simulated annealing:

— On the first phase of the experiment, with fixed epsilon=0.01 and studied the evolution
with maxStalls between 50 and 300 in 50 unit intervals.

— On the second phase of the experiment, we fixed maxStalls=200 and varied the value of
epsilon between 107%% and 1072 in intervals of -0.5 for logigepsilon.

Figures 2.11 and 2.12 show the results for this experiment.

As expected, when a sufficiently low value of epsilon is used (in our case 0.001), simulated annealing
offers very competitive success rates that are as high as the ones obtained with the other procedures.
Also, when the value of epsilon is big, the search procedure is quite fast. The trade-off mentioned before
is therefore evident in these circumstances.

Apparently, the variation of epsilon (at least within the ranges considered in this experiment) has a
much stronger influence on the number of iterations than the number of maxStalls, and this implies a
much stronger impact on the observed success rate. Evidently, the average time is also affected since
more iterations imply more time for each search.
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Figure 2.11: Simulated annealing: evolution of success rate (left), average number of iterations (top
right) and average search time (bottom right) with variation of maxStalls and sample size.
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Figure 2.12: Simulated annealing: evolution of success rate (left), average number of iterations (top
right) and average search time (bottom right) with variation of maxzStalls and sample size.

42



2.2.3 Partial conclusions

After looking at the simulations carried out in this section, the following conclusions have been reached:

e In general terms, the field of discrete search is a relatively well-known one and different search
methods are described in literature that could offer a good solution for the problem at hand. As
we have seen from our experiments, the procedures considered seemed to perform reasonably well
and seem to offer a reliable alternative to greedy search.

e Certainly, only very simple networks involving very few variables were considered, but we may
hypothesize that the use of complexity reduction heuristics such as the Sparse Candidate algorithm
and alike may offer the necessary functionalities to deal with the combinatory explosion of possible
structures to explore while providing an acceptable level of degradation in the search performance
with respect to the ideal direct search procedure.

e In my opinion, the current “accuracy bottleneck” associated to the learning problem is therefore
closer to the conception of a good scoring function than it is to the development of efficient search
procedures. When, as we saw in the previous section, certain true networks only obtain the highest
score for half of the learning attempts for datasets generated by themselves, the fact of conducting
a better search can do nothing to overcome this threshold.
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2.3 Model averaging techniques

The results shown so far, as well as other results from literature, seem to suggest that it is not possible
to learn complex networks from small samples just by searching for the single structure that maximizes
the Bayesian score.

As we have seen, even for very simple networks containing only 4 or 5 variables, the fact of observing
several thousand samples may only guarantee that the true generating structure will obtain the highest
score in a limited percentage of attempts, which varies with the different factors described in the first
section of this chapter.

It therefore seems that if we want to apply these techniques to real microarray data, with the sub-
sequent small sample regime, other approaches need to be taken into account. One of the most popular
choices, adopted by several researchers in the related literature (including Friedman et al., Hartemink et
al. and Husmeier) is the use of model averaging techniques.

The basic idea behind this class of strategies is to learn more than one network from a given dataset
and then try to extract features or relations that are shared by several of them. As before, the ultimate
goal is to make the most of the information contained in the original data in order to obtain the highest
possible degree of reliability for the learned structures.

For our experiments, we adopted the strategy of Friedman et al., who propose the use of non-
parametric bootstrap for obtaining additional datasets from a single, original one. By learning the top
scoring structure for each of these “bootstraped” datasets it is possible to obtain a set of candidate
structures. A feature can then be defined as a concrete characteristic of one of these networks (such as
the presence of an edge or the lack thereof) and it is possible to define the level of confidence in a feature
as the percentage of candidate structures that contain it. By fixing a threshold for the minimum level
of acceptable confidence, it is possible to select the most reliable features. This constitutes the basis for
all the experiments described in this section.

For more details on the mathematical foundations of the model averaging approach, the interested
reader is once again invited to refer to appendix A.

2.3.1 Choice of a threshold for the levels of confidence

We begun our study of model averaging techniques with a concrete experiment where we looked at the
influence of choosing different values for the confidence threshold.

Ezperiment 7.

e We decided to work with the 5 node structure corresponding to the third network in figure 2.2.
The parameters for the conditional probability distributions were the same as in experiment
1.

e We used this network and these parameters to create a single dataset for each of the sample
sizes under study.

e For each of these sample sizes and for each value of the threshold «, the following steps were
repeated 10 times and the results were averaged:

1. 100 additional datasets were generated by bootstrap sampling from the original dataset.

2. The top scoring Bayesian network was learned for each of these 100 datasets and its
associated class of equivalence was determined.

3. If an edge value (-1,0,1,2 - see below) was observed in more than 100 x « networks, it was
considered a positive.

4. If a positive edge value was the same as the edge value in the true generating network, it
was considered a true positive. Otherwise, it was considered a false positive.
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The four possible numerical values for each edge correspond to the criteria used for the Matlab
implementation (presented in detail in appendix B). Basically, each network of n nodes is represented as
a n-dimensional matrix M, where position M;; corresponds to the edge that goes from node i to node j.
Therefore, each edge can have four possible values:

e 1 if the edge is oriented from i to j
e -1 if the edge is oriented from j to i
e 0 if there is no edge

e 2 if the edge is undirected (remember that we are working with classes of equivalence)

As a consequence of this, the matrix representing each network is determined by the contents of its
upper half and the elements on its diagonal are always equal to zero. This gives a total of n(n — 1)/2
edge positions to learn for each structure containing n variables (10 in the case of the concrete network
used in experiment 7, as shown in figure 2.13).

)
0 2 2 0 0
20 1 0 @ @
G=l2 0 1 0
P =t =t o 4 @
0 0 0 -10

Figure 2.13: Example of graph - matrix equivalence for the structure used in experiment 7.

The results for experiment 7 are shown in figure 2.14.

As expected, the performances improve when the number of observed sample sizes increases. Also as
expected, the figure shows the existence of a clear trade-off between the number of true positives that
are found and the related number of false positives as a function of the confidence threshold. In effect,
when high threshold are considered, the number of false positives goes to zero, but the number of true
positives is also severely reduced. In these circumstances, most edges are neither correctly or incorrectly
identified: their presence (or lack thereof) as well as their orientation in the graph remains uncertain. If
lower levels of the threshold are used, more true edges are recovered but the risk exists of sporadically
coming across erroneous relations.

A choice of a = 0.65 seems to optimize this trade-off by providing an average of more than 8 correctly
learned edges while keeping the average false positives under 0.1 (meaning, roughly, that less than one
out of every one hundred learned edges is incorrect).

2.3.2 Evolution of performances with the sample size
Having observed the influence and the importance of the choice of the threshold for the confidence level,

we may fix a value of « = 0.65 and evaluate the evolution of the performance of the model averaging
approach as a function of the sample size.
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Figure 2.14: Influence of the threshold « for the model averaging approach.

Experiment 8.

e We considered the third structure in figure 2.2 (also shown in figure 2.16 top left), with the
same parameters for the conditional probability distributions as in experiment 1 and we fixed
a value of o = 0.65.

e For each of the sample sizes under study the following steps were repeated 100 times:

1. 100 additional datasets were generated by bootstrap sampling from the original dataset.

2. The top scoring Bayesian network was learned for each of these 100 datasets and its
associated class of equivalence was determined.

3. As before, if an edge value (-1,0,1,2 - see figure 2.16) was observed in more than 100 X «
networks, it was considered a positive. If a positive edge value was the same as the
edge value in the true generating network, it was considered a true positive (also called a
‘correct’ edge). Otherwise, it was considered a false positive (or a 'wrong’ edge). When
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no value was observed in more than 100 x o networks for a given edge position, it was
considered a 'missed’ edge.

With this experiment, we wanted to study the evolution of the number of correct, wrong and missed
edges as a function of the sample size. Figure 2.15. shows a graphical representation of the global
average results.

Average correct(green), missed(blue) and wrong(red) learned edges
10 T T T T T T

Average number of edges

0 | | T | ;
200 400 600 800 1000 1200 1400 1600 1800 2000
Sample size

Figure 2.15: Results for experiment 8. The curves correspond to the average number of correct (green),
missed (blue) and wrong (red) edges. The number of edge positions to be learned for the considered
structure is 10.

The results seem reasonable in that, whereas at the beginning the average number of missed edges
surpasses the number of correct ones, as the sample size increases the later take over while both the
missed and the correct edges progressively decrease.

Furthermore, we decided to look at each of the individual edges in the network, and we observed the
evolution of the percentage of times (over 100) that they were learned correctly, wrongly or that they
were missed. The associated results are shown in figure 2.16.

When it comes to the wrong edges, the highest error rates seem to be associated to edge positions 4,5
and 10, which correspond to edges related to node D. This could be a direct consequence of this node
being the center of the only v-structure in the network (sometimes, the learned model shares the same
undirected graph of the generating network but the v-structures are misplaced).

In any case, it seems that these figures are coherent with the tendencies depicted in figure 77, since
they also show a clear growth of the rate of correctly identified edges when the size of the observed
samples increases, as well as a diminution of the percentage of missed and wrongly inferred relations.
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Figure 2.16: Results for experiment 8. Top left panel shows the correspondence between edge numbers
on the three 3D figures and their position on the network. Results are shown for the number of learning
attempts out of 100 (and each involving a model average over 100 bootstraped networks) in which the
learned value for each edge was correct, wrong or missed.
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2.3.3 Partial conclusions

To end this chapter on experiments and simulations, let us summarize the main conclusions for the model
averaging section:

e First of all, it is interesting to observe that the model averaging approach seems to offer a real
improvement over the single network learning strategy in that it makes it possible to simultaneously
obtain high averages of true positives (close to ten, which is the maximum possible for the example
considered) and low averages of false positives (actually zero) for relatively “affordable” sample
sizes (even if they are still too large for microarray scenarios).

e When compared to the approaches described in previous sections, this approach is advantageous
because, before, even for situations with high success rates, a wrong model could be learned that
differed dramatically in terms of edges from the true one (even if it was learned less than 5%
of the time). In most cases, previous strategies might have forced us to face a question of “all or
nothing” (sometimes the proximity of two models in terms of their score was not directly correlated
to their proximity in terms of individual edges; if the wrong model was learned, most edges could
be simultaneously wasted). The model averaging approach, however, is much more “gradual” in
this respect, the transition between final learned models as a function of the sample size seems to
be smoother (at least when measured in terms of correct/wrong/missed edges as was the case for
the experiments above).

e Finally, the bootstrap strategy proposed by Friedman et al. seems to be ingenious and interesting
enough to begin with, but further refinements would be desirable for the future. The actual goal
is to obtain the best possible sampling from the posterior distribution over the set of all possible
DAGs in order to obtain a set of candidate structures over which the averaging can be more reliably
made (for more details, see section dealing with subnetworks in Appendix A). In this context, the
bootstrap approach is only a simplification due to computational complexity issues, that could
therefore evolve into more efficient strategies. This could be the basis for possible future research.
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Chapter 3

Conclusions and future work

Throughout the pages of this report, the different results obtained during my research internship have
been presented. The main initial objective of this work, which involved designing and carrying out exper-
iments and simulations with very simple networks in order to deepen our understanding of the Bayesian
network approach, has consistently been addressed and some interesting conclusions have already been
drawn at the end of each of the individual sections of the previous chapter.

Now that we have come to the end of our study, the question remains concerning the adequacy of
Bayesian networks to tackle the problem of learning gene interaction networks from microarray expression
data. Can we reasonably expect to be capable of learning the kind of biologically meaningful structural
relations that could be at the basis of relevant follow-up studies?

Our simulations have shown that, even for the most simple scenarios involving networks that contain
as few as 4 or 5 variables, large sample sizes may be required that vastly exceed the orders of magnitude
currently available for microarray studies (a few tens or, at most, a couple of hundred observations).
Certainly, in the most optimistic scenarios some very simple networks may be learned with a few hundred
samples, but some combinations of factors (such as the randomness level of the conditional probability
distributions or the presence of noise), while retaining just 4 variables, may always impose the need of
thousands of samples just to guarantee that the Bayesian score will be capable of reliably selecting the
“true” structures. If we were to consider larger sets of nodes, we would need to face additional errors due
to the replacement of direct search procedures by discrete search approaches, such as those discussed in
section 2.2 . This is why attempting to learn single global networks within this context seems to be a
dead-end.

Model averaging techniques provide a ray of hope. As we have seen, by using certain bootstraping
strategies we may reasonably attempt to make the most of the limited amount of information contained
in a given dataset. In this condition, it seems that some high-confidence subnetworks can actually be
reliably learned. Furthermore, the selection of a proper threshold for the confidence level of learned
features makes it possible to choose between more conservative and more risky strategies, by controlling
the trade-off between the rates of true and false positives that we may judge suitable or not within the
framework of a particular experiment. Still, most of the learning tasks that were discussed in this report
required the use of sample sizes that clearly exceeded the habitual empirical constraints in laboratories.

In my opinion, the key to the puzzle is to regard the task at hand as a complex challenge that calls
for incrementally improved solutions in terms of refinement and complexity. Friedman et al. broke
the ice with the very proposal of using Bayesian networks. At the beginning, the results may have
seemed encouraging enough to attract the interest of other researchers, but the limitations inherent
to the approach of attempting to learn single, global networks “all at once” must have soon become
evident. Later on, the model averaging approach that they proposed, together with ideas like their Sparse
Candidate algorithm or the use of dynamic Bayesian networks as described by Husmeier, contributed to
a qualitative step forward.
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Once again the current state of the art in this field, as read from recent papers, seems to have
quantitatively exhausted these new ideas and new qualitative improvements are needed to open the trail
for a further exploration of the subject. During my conversations with Professors Younes and Geman, we
all seemed to agree that the next jump forward might be provided by the adoption of new hierarchical,
or perhaps modular, strategies.

While it still remains somewhat unclear to us whether this should be based on a top-down or a
bottom-up approach, we feel that the divide and conquer paradigm might offer substantial advantages
with respect to the current single-level scenarios. Actually, the seed-based approach for the learning of
subnetworks proposed by Friedman et al. seems to move along these guidelines, since it begins with
a core of high confidence relations that is progressively expanded using an statistical significance score
(an example of bottom-up approach). While encouraging and better than those obtained with other
techniques, the results that they report in Pe’er’s PhD dissertation show that the way ahead is still a
long and winding one.

Another important idea for the future is related to the possibility of incorporating additional sources
of biological information, such as protein and metabolite data, that could complement and enhance
that already provided by current measurements of gene expression levels. Finding a reliable procedure
for data fusion capable of combining these heterogeneous biological sources could have very interesting
applications to the modeling task at hand and might lead to significant developments in the struggle
against the small sample regime that curses today’s microarray experiments.

Keeping this in mind, our interest hereafter is oriented towards the exploration of alternative theoret-
ical frameworks within the domains of information theory and statistical learning that could be used to
enrich, complement or eventually replace the Bayesian network paradigm. In line with this, we feel that
maximum entropy models may provide a powerful, flexible body of knowledge to pursue our research in
the near future and they shall therefore be at the origin of an extension to the work presented in these

pages.
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Appendix A

Bayesian networks tutorial

This appendix has been added to the report for reference purposes. It summarizes the initial
phase of bibliographical research that took place at the beginning of my internship.

Most of the contents presented in the following sections have been adapted from sources including
[2], [29], [30] and [31] and, as such, they do not constitute a piece of original research, but rather
a work of synthesis and documentation.

Graphical models were born from the idea of modeling systems using graph theory. The term itself
usually refers to a concrete type of probabilistic networks that use graphs to represent and manipulate
joint probability distributions. Quoting Michael Jordan [26], they are “a marriage between probability
theory and graph theory” and, as such, they are particularly well adapted to dealing with both uncertainty
and complexity.

The origins of these mathematical artifacts are at the confluence of different disciplines, including
but not limited to artificial intelligence (Pearl [14]) and statistics (Lauritzen & Spiegelhalter [27]).

According to the most common approaches, nodes represent attributes that are used to describe
the underlying domain of interest and edges represent relations of conditional independence among the
nodes. Usually a distinction is made between two different types of graphical models, depending on
whether the edges are oriented (Bayesian Networks) or not (Markov Networks).

A.1 Representation

Before going into more details, let’s consider a very simple example of a situation in which this type of
model can be useful.

Let’s imagine that we are interested in working with a certain set of random variables. Knowing their
joint probability distribution can be very useful because it allows us to determine the probability of any
event involving these variables.

Intuitively, if we work with binary variables, the joint probability distribution can be specified by a
table with 2" lines, where n is the number of random variables considered. Figure A.1 shows an example
of this.

When the table above is known, the probability of any given expression that contains a combination
of logical conditions over A, B and C can be very easily computed:

P(E) = > P(row) (A1)

rows matching E
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A B C Prob

o o 0 0.30

] o 1 0.05

a 1 1] 0.30

2 1 1 0.05

1 0 1] 005

1 0 1 0.10 0.10

1 3 3 028 0.30 i
1 i 1 Q.10

Figure A.1: Example of joint probability distribution, adapted from Andrew Moore’s online tutorials
(Carnegie Mellon University).

By applying Bayes’ rule, it is also immediate to perform direct inference:

P(E |E ) _ P(El A E2) _ Zrows matching E; and E2 P(TOU)) (A 2)
n P(EQ) Zrows matching E2 P(?"OU}) '

Unfortunately, working with this kind of table becomes intractable for more than just a small number
of random variables (since the number of lines grows exponentially with n). In this context, it seems
highly convenient to find a formalism capable of reducing the complexity of the chosen representation
for a certain joint distribution and this is the idea behind Bayesian networks.

A Bayesian network over a set X = {Xi,...,X,,} is a representation of a joint probability
distribution over X.

This representation consists of a directed acyclic graph (DAG) G whose vertices correspond to
the random variables X1, ..., X,, and a parameterization which describes a conditional probability
distribution for each variable given its immediate parents in G.

The information provided by a certain Bayesian network can therefore be regarded from a double
perspective (figure A.2):

e Qualitative information: The graph G represents conditional independence properties of the
distribution through the use of directed edges between the variables. This is formalized through
so-called “Markov independencies”, according to which each variable X; is independent of its non-
descendants given its parents in G.

e Quantitative information: The parameterization component of the network describes the con-
ditional distributions for each random variable.

Thanks to the conditional independence properties determined by the structure of the graph, the
conditional probabilities for each variable X; depend only on its parents in G, denoted Pa$ ,and so the
joint probabilities can be decomposed into the following product form:

n

P(X,... X,) = [[ P(Xi| Paf) (A.3)

i=1
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Bayesian network

ﬂ Qualitative information ‘

& Directed Acyclic Graph
& Markov dependencies

{ Quantitative information ‘
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P(A,B,C,D)=P(A)-P(B)-P(C|A,B)-P(D|+.5>C)

Figure A.2: Basic concepts related to Bayesian networks used as tools for the representation of joint
probability distributions

Consequently, when working with Bayesian networks it is possible to establish an upper bound on
the number of parameters used to specify a joint probability distribution as 2¥, where k is the maximum
number of parents for each of the nodes on the graph; the new “tables” of conditional probabilities
for each node need only list the value of P(X;|Pa{) for each possible combination of parent values.
Normally, this implies a remarkable reduction in complexity when compared to the previous bound 27",
where n was the number of nodes itself (e.g. for the ‘ICU Alarm’ network, consisting of 37 variables,
only 509 parameters need to be considered, instead of 237).

A.1.1 Independence and conditional independence: the Markov condition
As mentioned above, the nodes in a Bayesian Network represent attributes of the domain under study.
Recall that,

Definition 1. Two events E and F are independent if one of the following holds:

1. P(E|F)=P(E)and P(E) # 0,P(F) £ 0
2. P(E)=0 or P(F)=0

The concept of independence is symmetric, and therefore P(E|F) = P(E) implies that P(F|E)=P(F).
It is also immediate to observe that, if E and F are independent, then P(E,F)=P(E)P(F).

Definition 2. Two events E and F are conditionally independent given G, with P(G) # 0, if one of the
following holds:

1. P(E|FNG) = P(E|G) and P(E|G) # 0,P(F|G) # 0
2. P(E|G)=0 or P(F|G)=0

Using these concepts, it is possible to give a more rigorous definition of the Markov condition for
Bayesian Networks.

Definition 3. Let P be a joint probability distribution of the random wvariables in some set V and G a
DAG with a set of edges E, G=(V,E). Graph G encodes the Markov assumption or Markov condition if
each variable X; € V is conditionally independent of its nondescendants given the set of all its parents
(X L Non — descendants$|Pa$).
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We may illustrate this idea by looking at a very intuitive example, based on a very simple network
like the one in figure A.3a. We observe that, when no nodes are given, the probability of the child
having a certain genetic disease depends on whether his father has it or not, and the probability of the
father having the same disease depends on whether the grandfather has it or not. The three variables
are therefore mutually dependent. However, if we know that the father actually has the disease (or that
he does not have it), the fact of the grandfather having the disease or not no longer has an effect over
the probability of the child having it, and the two variables become independent. This is why we say
that the two nodes on the extremes of the network are conditionally independent given the central node.

a. b.
A Grandfather has
genetic disease Father has Mother has
genetic disease genetic disease
: Father has o o
genetic disease
Child has Child has
C genetic disease genetic disease

Figure A.3: Intuitive examples of conditional independence (a) and v-structure (b).

A.1.2 D-separation

The Markov condition offers an intuitive way of determining conditional independence relations for a
given Bayesian Network.

As described in the previous section, this condition is useful to assert the following types of indepen-
dence relations:

a. Two nodes that are not connected by a path in the network are independent.

b. Given the set of all its parents, a node is conditionally independent of the set of all its nondescen-
dents.

However, the Markov condition is insufficient to determine the probabilistic independence (or the
lack thereof) between two nodes when nodes other than their parents are given.

In line with the example above, we can think of a similar Bayesian Network like the one in figure
A.3b. When no nodes are known, the probability of the father having a disease is independent of the
mother having it or not, and vice versa. Nevertheless, if we know that the child has the disease and that
the mother does not have it, it seems obvious that the father must have it. Consequently, given the value
of the node “child has disease”, the two parent nodes become dependent.

This type of probabilistic relation can be formalized through the concept of a v-structure.
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Definition 4. A v-structure is a subgraph of the form X — Y « Z, so that no edge exists between X
and Z.

V-structures are interesting because they reflect a situation in which, when given the value of the
central node, the two previously independent parent nodes become dependent.

Intuitively, it may be useful to view dependence as a property that can “flow” between two nodes in
a network, running through directed paths that connect them in the underlying DAG (figure A.4). In
this metaphor, observation of an intermediate node in the path can have an ambivalent effect:

a. In a path of the pattern X — Y — Z, observation of Y “blocks” the flow of dependence, and
therefore this kind of observation acts as a “wall”.

b. In a path of the pattern X — Y « Z, observation of node Y “enables” the initially impossible flow
of dependence between nodes X and Z, and therefore this kind of observation acts as a “bridge”.

E unobserved: A and C dependent

observation of B “blocks” the
dependence flow

B unobserved: A and C independent

cbservation of B “enables” the
dependence flow :

wall

bridge

Figure A.4: Intuitive view of the “flows” of dependence.

This idea may be formalized through the following definitions:

Definition 5. A graph G has a trail from X1 to X,,, denoted X1 — ... — X, if, for every i=1...n-1, G
contains either X; — X141 or X; «— X;y1.

Definition 6. Let G be a Bayesian network structure and X1 — ... — X, be a trail in G. Let E € X be
a subset of nodes. We say that there is an active trail between X1 and X,, given evidence E if:

o Whenever we have a v-structure (X;—1 — X; «— X,;11), X; or one of its descendants are in E.

e No other node along the trail is in F.

As we have seen before, intuitively this means that dependence can “flow” through every triplet
Xio1 — Xi — Xita.

Definition 7. Let X,Y,Z be three sets of nodes in G. We say that X and Y are d-separated given
evidence Z, denoted d-sepq(X;Y|Z), if there is no active trail between any nodes X; € X and Y; € Y
given evidence Z, for all X; € X and Y; € Y.

Again from an intuitive perspective, the concept of d-separation reflects a situation in which the only
given (and therefore potentially “blocking”) nodes are those at the center of each and every v-structure
in the trail. This means that there are no “walls” and that there are as many “bridges” as necessary to
guarantee the flow of dependence.

In practice, this concept is important because it provides a direct criterium to check for conditional
independence relations between two sets of nodes in a Bayesian Network:
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Theorem 1. If a set of evidence variables E d-separates two sets of variables X and Z in a Bayesian
network’s graph, then X and Z are conditionally independent given E.

The set of independence statements implied by a graph G is denoted as Ind(G) and includes all the
statements of the form “X is independent of Y given Z”. The notion of d-separation is at the base of
certain graph algorithms that can be used to check the validity of any such conditional independence
statement in linear-time.

A.1.3 Equivalence classes

It is useful to note that more than one graph may imply the same set of independence statements.

The most straightforward example is the case of simple graphs X — Y and X « Y. It is immediate
to observe that Ing(G1) = Ind(G2) =0 .

In figure A.5a, a more elaborate example is shown, consisting of four different graphs. The three
structures on the left correspond to the same joint probability distribution, whereas the structure on the
right corresponds to a different one. The set of independence statements implied by the three structures
on the left is also the same (A and B are dependent when C is unknown, and become independent when
C is given) as opposed to the structure on the right (A and B are independent when C is unknown and
become dependent when C is given). To express this fact, the first three graphs are said to be Markov

equivalent.
i i
@ e e ® e ® ® @
| B C

____________________________________________________

PraB, =
BICIF(C|A AlCIPEBIC
PBICIPICIAIFE)  PIAICIREICIFC)  PAICIP(CIB)IPE) PICIABIPAIPE)
P{AICIP(C) PBICIP(C)
Equivalence
G e @ @ u:lass a @
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DAGs FOAG

Figure A.5: Bayesian network equivalence classes. (a) The first three structures from the left belong to
the same equivalence class and share the same joint probability distribution, which is different from that
of the structure on the right (adapted from Dirk Husmeier). (b) Example of three Bayesian networks
belonging to the same class of equivalence and the associated PDAG that represents that class.

Definition 8. Two graphs G1 and G2 are Markov equivalent if they describe the same set of conditional
independences: Ind(G1) = Ind(G2)
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Theorem 2. (Verma and Pearl, 1990) Two Bayesian Network structures are equivalent if they have the
same underlying undirected graph and they have the same v-structures.

As a direct consequence of this theorem, each equivalence class can be uniquely represented by a
partially directed graph in which the only oriented edges are those that correspond to v-structures
( A.5Db).

The concept of equivalence class is crucial when learning bayesian networks from data. In these
situations, it is not possible to distinguish among equivalent graphs because the learning procedure is
based solely on observations from a given joint probability distribution.

A.1.4 A brief commentary on Bayesian Networks and causality

Ever since Bayesian Networks are probabilistic models of dependencies between multiple measurements,
they do not inherently capture causal relations. However, sometimes it may be interesting to model the
actual mechanisms that generated the underlying structures of statistical dependency, and so different
causal interpretations for Bayesian Networks have been proposed.

Definition 9. (Pearl and Verma, 1991) A causal model of a set of variables U is a Directed Acyclic
Graph in which

1. each node corresponds to one of the variables under analysis

2. links denote direct causal influences among them
The model may be just qualitative or both qualitative and quantitative

One of the most commonly accepted approaches when it comes to causal models is the use of causal
networks. In terms of representation, causal networks present many similarities to bayesian networks,
since they also consist of a directed acyclic graph where each node represents a random variable along
with a local probability model. The interpretation on the meaning of the edges is stricter for causal
networks though, since for them the parents of a variable are its immediate causes.

Before going any further, it is important to make a distinction between the concept of observation
and intervention. An observation is a passive measurement of the domain under study (e.g. a sample
from a microarray measurement), whereas the term intervention refers to the act of setting the values of
some variables using forces outside the causal model under study (e.g. gene knockout or over-expression).

A causal network models not only the distribution of the observations, but also the effects of inter-
ventions. If X causes Y , then manipulating the value of X affects the value of Y . On the other hand, if
Y causes X, then manipulating X will not affect Y . Thus, although X — Y and X < Y are equivalent
Bayesian networks (observing different values of X gives information on Y and viceversa), they are not
equivalent causal networks.

Let’s clarify this point with a simple example. Let us consider a certain interaction between two genes
A and B. From simple observations, it is only possible to infer a certain level of correlation between their
levels of expression, but it is not possible to decide on a particular orientation for the edge between the
two nodes. Imagine now that it is possible to “artificially over-express” gene A through some kind of
experimental procedure. In this scenario, we may compare the conditional probability of node B given
A before and after the intervention on gene A:

e If there is a causal relation of the type A — B, then P'(B|A) = P(B|A), since the new values that
are measured for gene B will be modified following the intervention.

e If there is a causal relation of the type A «+ B, then P'(B|A) # P(B|A), since the new values for
gene A (imposed externally) will no longer be determined by the values of gene B.
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Example: Interaction between genes A and B

From observations, we can just infer correlation

P(BIA)
Intervention: we impose A always ‘over expressed’

If _ . then P'(B|A)=P(BJA)

(Gene A regulates gene B)

¥ then P’(B|A)=P(B|A)

(Gene B regulates gene A)

Figure A.6: Example of experiment capable of elucidating a very simple type of causal relation, as
suggested in [2].

Experiments like this show that interventions are actually an important tool for inferring causality.
These interventions may be costly to perform though, and so it may be useful to attempt to learn
causality from observation alone. Much debate has taken place since long ago concerning this topic, and
the interested reader can refer to [30] and to chapter 9 of [31] for further details on the subject.

In the context of Bayesian Networks applied to gene expression data, it may be interesting to point
out the approach of Nir Friedman and Dana Pe’er at this respect. According to them, causal networks
can be interpreted as Bayesian networks under two strong assumptions:

e First, it is necessary to accept that the (unknown) causal structure of the domain satisfies the
Causal Markov Assumption: given the values of a variable’s immediate causes, it is independent
of its earlier causes. When the causal Markov assumption holds, the causal network satisfies the
Markov independencies of the corresponding Bayesian network. Thus, this implies assuming that
causal networks can provide a reasonable model of the domain.

e Second, it is necessary to assume that there are no latent or hidden variables that affect several of
the observable variables. Unfortunately the second assumption does not hold in the main domain
of interest studied here, and thus causal conclusions from the whole learning procedure must be
treated with caution.

By accepting these two premises, Pe’er and Friedman essentially assume that one of the possible
DAGs over the domain variables is the “true” causal network. As mentioned in the previous subsection,
when working with observations alone, it is not possible to distinguish among structures belonging to
the same equivalence class, but following their line of reasoning it should still be possible to learn a
description of the class that contains the true model.

Once this class has been learned for a certain dataset (in the form of its associated PDAG), they
suggest that some of the causal structures of the generating model could be extracted since the fact of
observing a certain directed path in the PDAG implies the existence of the same causal link in all of
the networks that could have generated that PDAG, and therefore this link must also be present in the
“true” generating network.

In practice, though, and in the domain of interest for the present research project, the two assumptions
described above are very questionable and so it is compulsory to carefully evaluate all possible causal
relations that may be learned through the use of this approach. After all, it is necessary to keep in mind
the fact that remaining within the framework of Bayesian Networks implies dealing with an approach
that is not intended to infer causality and that, in the best of cases, could only provide a heuristic method
for pointing out possible causal connections to be further investigated at a later stage.
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A.2 Learning

In this section, we will face the problem of learning Bayesian Networks from a given set of observed
samples.

In all cases, we will consider a given set of m samples D = D1, D, ..., D,,, where each D; is in-
dependently drawn and includes a set of n values D; = {Xy;,..., Xp,;} that correspond to the n nodes
of a generating Bayesian network G* with an underlying distribution P*. The learning task may then
imply determining the conditional probability parameters for each node (P*), determining the structure
or topology of the model (G*), or attempting to determine both things at the same time.

We will begin by studying practical procedures for learning parameters that will afterwards constitute
the basis for a scored based approach for learning structure.

As a general rule, we will always work with binary variables and we will consider multinomial, discrete
conditional probability distributions that can be specified by tables.

A.2.1 Parameter estimation

Let’s begin by assuming that the structure of the graph G is known. In practice, this will not normally be
the case, but we need this assumption as a starting point since the procedures for parameter estimation
will later become the conceptual base for their structure learning counterparts.

Our basic goal here will be to distinguish the best set of parameters, that is, the set of parameters
that best fits the observed data. Two basic approaches can be discussed at this respect:

Maximum Likelihood Estimation

We define a likelihood function, L(# : D), which measures the likelihood of the data.

L(0: D) = ] P(z[m]|) (A.4)

m=1

where x[m] denotes a single set of n sample values for variables X = {X;, X», ..., X,,}, a total of M
samples is observed and 6 denotes a given set of parameters.

The idea behind Maximum likelihood estimation is to choose a set of parameters 0 that maximize
this likelihood:

6= max L (6 : D) (A.5)

The properties of Bayesian networks mentioned in the first section of the Appendix are particularly

useful here, since they make it possible to decompose the global likelihood into local likelihood func-

tions. The calculation is therefore greatly simplified and the search for the optimal parameters becomes
tractable, since the local likelihood for each node can be optimized in an independent manner:
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where L;(0x,|pax, : D) = 1Y (P(z:[m]|pax,[m] : 6) is the local likelihood function for X;.

m=1
Under the assumption of discrete multinomial conditional probability distributions, the local likeli-
hood function can be further simplified into a series of products that take into account the number of
occurrences for all the possible combinations of parent and node values, as shown in the next paragraph.

Let’s consider a possible value for each node (z € Val(X)) and a possible combination of values for
its parents (u € Val(Pax)). We can then use the notation M[x,u] to refer to the number of instances in
which the parents of a certain node take value u when this node takes value x. The marginal M[u] can
then be obtained as M[u] = > M[u,x]. Using this notation, the likelihood function for a given node

can be written as: u
Libxv:D)= ][ IT e (A7)
u€Val(Pax,) z€Val(X)

It can be proved that the choice of parameters maximizing this expression is:

s Mz,
el = Tl

(A.8)

In this context, M[x,u] and M[u] are called sufficient statistics since they summarize all the relevant
information from the data that is needed in order to calculate the likelihood. This provides an easy to
implement procedure for the estimation of the MLE parameters that relies in such a simple operation as
the counting of observed samples verifying a certain condition.

Maximum A Posteriori Probability

The MLE approach can be considered a first step towards the objective of finding a suitable criterion
for measuring the fitness of a Bayesian network to data. However, it shows a certain tendency to overfit
the model to the particular data instance at hand. If, for example, no samples are observed verifying a
certain property, MLE will assign a null probability to it, whereas we might have some previous knowledge
according to which it might be reasonable to allow for a probability greater than zero. This overfitting
tendency may be a critical drawback in small sample regimes, like the one we will be facing.

It may therefore be adequate to consider the Bayesian approach, which formulates the concept of
prior belief in a principled manner. The idea is that now, in addition to the observed data D, we have
some initial distribution P(6) termed the prior, which is used to encode our beliefs regarding the domain
prior to our observations. The flatness of this prior distribution reflects the level of certainty for our
assumptions: a usual approach consists in using a uniform distribution which is mainly intended to
provide all possible events with a non-zero probability. However, we may also consider heavily peaked
distributions if we are certain about a specific belief concerning our domain.
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The observation of a given dataset is then used to update the distribution P(6), so that prior beliefs
and experimental samples can be combined coherently. The resulting updated distribution is called the
posterior, and is given by the expression:

D|0)P(6)

pop) = 2 0} (A.9)

The term P(D), termed the marginal likelihood, averages the probability of the data over all possible
parameter assignments. Since it is a normalizing constant, which is independent of 8, we will usually
ignore it in our calculations and we will just try to find the set of parameters maximizing the numerator:
0 = maxy P(0|D) = maxy P(6, D).

The question that arises at this point is how we can find a suitable procedure to transform a certain
previous knowledge about the domain of study into a prior probability distribution.
First of all, let us define two highly desirable properties for the priors:

Definition 10. A parameter prior P(0) is said to satisfy global parameter independence if it decomposes

into the following form:
n

P(0) = HP(QX”PM) (A.10)

i=1
Let X be a variable with parents U, we say that the prior P(0x|y) has local parameter independence if
P0xv) = Iluev P(0x)u)

We say that the prior P(theta) satisfies parameter independence if it satisfies both global and local
parameter independence.

Definition 11. For a given class of likelihood functions p(X|0), the class P of priors p(6) is called a
conjugate if the posterior p(0|X) = p(X1|0) x p(8)/p(X) is of the same class .

The choice of Dirichlet priors - a solution adopted by many researchers, including Friedman and Pe’er
- satisfies these two desirable requirements.

Definition 12. Let Fy, Fy,...F,. be binary random variables. The associated Dirichlet density function
with hyperparameters ay,as, ...a,., where ay, as, ..., a, are integers > 1, is

_ F(N) a1—1 paz—1 a,—1
p(flvf?a"'?fr—l) - H';I;:l F(akf) 1 2 fr (All)

where 0 < fr, <1, > _fe=1and N =3 ,_, ax

e Random variables F, Fs, ..., Fy., that have this density function, are said to have a Dirichlet distri-
bution.

e The Dirichlet density function is denoted Dir(f1, fa,...fr—1;a1, a2, ..., ar).

As a reminder, the Gamma function I'(x) is defined to be an extension of the factorial to real number
arguments. If n is a natural number, then I'(n) = (n — 1)!I. Otherwise, the Gamma function is defined
as the following integral:

[(z) = /Ooo t" e dt (A.12)

Figure A.7 illustrates this point with two easy to grasp examples.
This intuitive example can also be used to illustrate the concept of conjugate priors (figure A.8).

Returning to the framework of Bayesian networks, the Dirichlet density function can be used to model
prior knowledge:
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Dirichlet

Prior Knowledge

Prior probability distribution

Toss of a coin

Examples:
Parameter:  6,,..= prob. of getting heads after a throw
# W
| ]
L7 N
o 4x g 08 05 1 e R e m e e
Normal coin Biased coin Normal coin, less certainty
observed (50.50) — Dirichlet(),.,...50.50)| | chserved (18.2) — Dirichlel(6,,., 18.2) | |observed (3.3) = Difchiet( G 3.3)

Examples:

Balls from a bag (3 colors)
Parameter. &= prob. of gerring color ]
8.= prob. of getting color 2

Observed (2.2.2) — Dir(6,. #,:2.2.2) | Observed (4,2,2) = Din{#,, 6,:4.2.2)

Figure A.7: Dirichlet distributions used to formalize prior knowledge. The first example shows the use
of Dirichlet distributions to formalize prior knowledge concerning the probability of getting heads for a
certain coin after having observed different numbers of tosses and different results. For the normal coin
(100 tosses, 50 heads and 50 tails) the distribution is centered on value 0.5. For the biased coin (20
tosses, 18 heads and 2 tails), the peak of the distribution is placed at a higher value. For the case of the
normal coin and only 6 prior observations (3 heads and 3 tails), the function centered on 0.5 again but
it is not so peaked as before. The second example provides a three dimensional scenario, where three
parameters are considered that correspond to the probability of getting a certain color by extracting a
ball from a bag containing balls of three different colors.

e The idea is to “materialize” this knowledge through the choice of a certain set of prior “imaginary
counts” for each of the possible combination of parent and node values (a;;;). These counts can be
used as the hyperparameters for a Dirichlet distribution modeling each of the discrete conditional
probability distributions in the network.

n

S (1 au 1
P(0©;5) = Dirichlet(©;j1,Oij2, .., Oij(n—1); Gij1, Qij2, -y Qijn) = T Ua ) H ”kk (A.13)
k=1 ij

where a;;1, is the number of prior samples for which node X}, takes value i (0 or 1) and the parents
of node X}, take the j'* value of all their possible combinations. (see example in section 1.3.5).

e Once the prior has been defined, the number of instances of each possible combination of parent
and node values can be counted over the set of observed samples, giving a set of counts N;j;. The
posterior probability distribution is then also a Dirichlet distribution of parameters (ai;x + Nijk)-

P(Gij |D> = Dim’chlet(@ijl, eijg, . eij(nfl); Qij1 + Nijh Qjj2 + Nijg, ey Qijn + Nijn) (A14)
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37 P(8) = Dir(8;3,3)

) Observation of (8,2)
1.57 from dataset D

0.2 04 ¢ 0.6 0.8 1

Figure A.8: Belief update example. Dirichlet distributions are conjugate priors. Continuing with the
example above for the toss of a coin, consider the case of having observed 3 heads and 3 tails, which
gives a Dirichlet distribution of the form Dir(0g;3,3). If a new dataset containing 8 heads and 2 tails is
observed, the posterior probability will also follow a Dirichlet distribution of the form Dir(6g; 348, 3+2).

e Under this circumstances, the choice of values f that maximizes P(A|D) is given by the expression:
aijr + Nijk

> (@i + Nijk) (A.15)

éijk = P(Xk = SL’Z“Pan :pj,D) =

In spite of its apparent conceptual complexity, once it has been properly defined the Dirichlet for-
malism offers an attractive ease of use and implementation.

A.2.2 Structure learning

After looking at two different approaches for learning parameters in a Bayesian network, we may take
an interest in learning its topology or structure. So far, we had supposed this structure to be known but
in practice this is not usually the case.

Learning structure for a Bayesian network implies learning the dependency relationships among the
variables in the domain under study. When working with gene networks in the context of this internship,
this point became of central interest.

The score-based approach that we will adopt to address this learning task is based on three elements:

a. A space of candidate models, namely the space of all possible directed acyclic graphs that can be
built using a given set of variables. In practice though, we will work with PDAGs representing
classes of equivalence, since the concrete DAGs cannot really be learned just from observations.

b. A scoring function, capable of measuring how well a certain structure fits a given dataset.

c. A search procedure capable of traversing the space of candidate structures within some reasonable
limits in terms of time and computational resources.

The Bayesian score

A common choice for the scoring function is the so-called Bayesian score. Its conceptual basis constitutes
an extension of the ideas presented in the previous section. The goal is to choose the structure that
maximizes its own probability over the observed dataset, combined with a certain prior distribution over
all possible structures.
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The scoring function can be defined using the MAP principle.

The learning problem can be stated as follows:
e Consider a dataset with m samples D = {z(1), z(2),...,x(m)} (where each x(i) represents a vector

with values for the n variables under study X = {X1, Xa,..., Xy }).

e Assume that these samples have been drawn from some unknown generating network G* with
multinomial conditional probability distributions of parameters 6*.

e Search for the simple model B = (G, 6) which is the most likely to have generated the data (a

model whose underlying distribution will be close to the empirical distribution of the data).

For a given Bayesian network G, the probability of generating a certain dataset can be defined as
P(D|G). If we define P(G) as the a priori probability of network G, the probability of observing a certain
dataset D for a network G expressed by P(D,G) can be obtained as:

P(D,G) = P(G|D)P(D) = P(D|G)P(G) (A.16)

Using Bayes rule, the probability to be maximized within the framework of the learning problem can
be rewritten as:

_ P(DIG)P(G)
P(G|D) = TD) (A.17)
And the ultimate goal is to find the structure G* that maximizes this expression:
G* = arg; max P(G|D) (A.18)

In order to calculate the marginal likelihood for network structures, the conditional probability pa-
rameters 6 need to be integrated out:

P(DIG) = / P(D|G, 0)P(0]G)do (A.19)

Taking this fact into account, these formulae can be rewritten into the expression for the Bayesian
score that is presented in figure A.9.

scorey (G : D) =|log P(D | G) +log P(G)

P(D|G)=[P(D|G.O)P(O]G)d6  prioroverG  ¢=—logP(D)

Figure A.9: Bayesian score and its intuitive decomposition.

One of the strong points of this score is the fact that it is well suited for small samples regimes. This
is so thanks to two different aspects of the expression above:

1. The prior over all possible structures can be conveniently chosen in order to penalize overfitting
topologies: if the prior probability is higher for simpler models, the P(G) term has the effect of
penalizing complex ones.

2. The integration over all possible parameters provides a bias towards more simple structures, and this
bias is weakened as the number of observed samples increases. Structures with many parameters
are penalized, unless the probability of the true parameters is very peaked (which happens when
the sample size is large). Thus the Bayesian score inherently takes care of the problem of overfitting
a complex model to a small sample.
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The computation of the integral above can be more or less easy to implement depending on certain
properties of the chosen prior distribution, which will therefore determine subsequent properties of the
resulting scoring function. Let us see different examples of this through the following definitions.

Definition 13. A parameter prior verifies modularity if, for any graphs G1 and Gs:

Node k has the same set of parents in graphs G and Gy = P(0 e |G1) = P(0

k

e |Gs) (A.20)

Xk\Pa k

Xk|Pa
In practice, this means that the parameter prior depends only on the local structure of the graph,
and so the integral expression can be re-written as:

P(D‘G) = H/ HP(a:k[meak[m],ka‘pak)dQXHpak (A'Ql)
A (%

XglPap m

As a result of this, when the parameter priors verify the modularity property the score can be
decomposed into the local contributions of each node, that we will call ‘FamScore’. This contribution
depends only on the sufficient statistics of the associated variable X and its parents Paj over dataset
D, which results in an expression of the following type:

scoreg(G: D) = ZFamScoreB(Xk, Pay, : D) (A.22)

Another desirable feature for a scoring function is the fact that the score should reach its optimum on
the true generating structure, that is, that given a sufficiently large number of samples, graph structures
that exactly capture all the dependencies in the distribution will receive a higher score than all other
graphs. This is formalized in the following definition.

Definition 14. Let us consider a dataset of size M generated by some true model G*. A score is
consistent if, as M — oo, the following properties hold with probability asymptotic to 1 (over all possible
choices of the dataset D):

e The structure G* will mazimize the score.

o All structures that are not equivalent to G* will have a strictly lower score.

Finally, since it is not possible to distinguish between two different networks in the same equivalence
class, we may take an interest in finding a scoring criterion that assigns the same score to structures
belonging to the same equivalence class.

This property can be achieved using a BDe (Bayesian-Dirichlet equivalent) set of priors, which implies
choosing a set of hyperparameters for the prior that does not bias the score between equivalent structures.
In practice, a straightforward method to accomplish this property consists in to use a Bayesian network
to generate the prior hyperparameters (which will obviously generate the same number of samples for
all classes of equivalence):

aije = M' x Py(Xy, = z;, Val(Pay) = p;|GF) (A.23)
where a;;, are the values of the hyperparameters, M’ is the equivalent sample size and G" is the
user’s prior network.

These three concepts are important because, assuming discrete, tabular conditional probability dis-
tributions and Dirichlet priors for the parameters, the Bayesian score is modular and can be computed
using a close form formula:

I'(a; I'(aijr + Nij
FamScore(Xy, Pax, : D) = log H % H w (A.24)
j€Val(Pax,) (a6 + Nj) ieVal(Xy) (a5%)
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where the notation is the same as before and a;; = Eie‘,al(xk) @ik, Njg = EieVal(Xk) Niji.-

Furthermore, the score is consistent ([34]) and, when so-called BDe priors (which stands for “Bayesian-
Dirichlet likelihood equivalent”) are used, the resulting score is also structure equivalent (see the works
of David Heckerman for further details).

Search algorithm

Once an appropriate scoring function has been defined, the space of all possible directed acyclic graphs
needs to be explored using graph transformations in order to find the structure that best fits the data
(which will be the structure that maximizes the score).

The usual approach at this point is to consider simple operations resulting in so-called neighboring
structures (namely the addition, removal or reversal of an edge). At each step of the learning process,
only operations leading to “legal” structures (i.e. structures with no directed cycles) are permitted
(figure A.10).
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— —

m (Gene A ':GEI‘IE_H\_"
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Original DAG Gene B {-E (GeneC. *HEFIIEE ) n.&t‘:'a‘qe_ne c)
“‘,»--I-x. e s,
(Gene D) (GeneD)

edge addition +  edge reversal

Example of illegal seguence of transformations

Figure A.10: Graph transformations used to explore the space of all possible DAGs.

The number of possible DAG’s on n variables is superexponential in n. Apparently, there is no closed
form formula for this but we may note that there are 25 DAGs on 3 nodes, 543 DAGs on 4 nodes, 29281
DAGs on 5 nodes and O(10%) DAGs on 10 nodes.

Due to this combinatorial explosion, direct search is only feasible for very small numbers of variables,
and so other discrete search methods such as simulated annealing or greedy hill-climbing must be taken
into account.

In practice, certain strategies can be implemented to reduce the computational resources needed for
the search. This can be exemplified through the following two examples:

e Thanks to the decomposability property of the scoring function at a local level, when dealing with
two models that differ only by a few arcs it is only necessary to recompute the score for the nodes
whose family has been modified.
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e Also, when dealing with scoring functions based on counting such as the one presented in the
previous section, computed counts can be cached and reused in order to avoid unnecessary passes
made over the observed data and thus reducing the computational load.

A.3 Subnetworks

The learning of subnetworks based on model averaging techniques seems to be a relatively popular
strategy among researchers in the Bayesian networks community. However, as we will see, it usually
implies a rupture with certain basic Bayesian network principles, such as the acyclicity constraint and
so, the results obtained within this context must be examined with caution.

When dealing with small sample regimes, it is unclear whether or not the amount of information
contained in a given dataset may be enough to guarantee that the posterior probability (and therefore
the Bayesian score) computed for each candidate structure actually reflects its similarity to the true
generating structure. Because of the risk of overfitting, many models may explain the data equally well
and it may be difficult to distinguish the best among them.

Figure A.11. shows an example of this kind of situations. Since the difference in score for all the
structures is very small, any of them might actually correspond to the true generating network that we
attempt to learn. As a consequence, it seems that edges which vary from one structure to another cannot
be easily learned.

Gﬁ
D D 5£> CQ(%@ ®
\., R O “
@ © © ® ©
P[GI|D] = 41 F'[G:JD‘:I = 3043 P':G?|D_I = 3044 P‘[’GJD‘] = 342 F'I;G;IGJ = Z040

Figure A.11: Example of situation with several networks achieving similar high-scores, from Pe’er’s Ph.D.
dissertation [2].

Within this context, it seems reasonable to adopt some kind of model averaging technique. In effect,
instead of querying single structures, we may search for common traits shared by many of them.

Definition 15. A network feature is a property of a given structure, such as a particular oriented edge
(X = Y) € G or a conditional independence statement (d — sepa(X;Y|Z)).

Definition 16. For each feature, an indicator function f(G) can be defined, having the value 1 when G
satisfies the feature and value 0 otherwise. A level of confidence for the feature over a certain set of m
networks can then be computed using the expression:

conf(f) == £(G) (A.25)

Actually, this definition of confidence is a simplification from a more rigorous approach that would
begin by defining the posterior probability for each given feature as:

Z f(G)P(G|D) (A.26)
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Figure A.12: Example of sub-network learning procedure. Figure depicts a set of high-confidence features
(directed and undirected edges) over 64 genes. An initial seed is selected (genes 1-4) and then expanded
using a statistical significance score and one of two possible search strategies: (a) radius-based direct
search (dotted rectangles show restricted search spaces for radius one [genes 1 to 16] and two [genes 1 to
36] w.r.t. the seed) or (b) greedy hill-climbing (shadowed nodes are an example of a possible structure
learned through the use of this strategy).

where G is the set of all possible structures containing the feature (for a given number of nodes).
Ideally, all high-scoring networks belonging to G could be taken into account to estimate a good value for
the confidence of each feature and those with the highest levels could be retained. In practice, however,
the number of high-scoring structures to consider may be too large, and thus it is common to just sample
networks from P(G|D) using Markov Chain Monte Carlo (MCMC) approaches.

Since this sampling procedure remains computationally expensive, a further simplification (proposed
by Friedman et al.) consists in using non-parametric bootstrap to generate “perturbed” versions of the
original dataset and learn a single Bayesian network for each of them. Friedman et al. claim that the
datasets obtained using this procedure should provide fairly reasonable descriptions of the real data
structure.

Once these “bootstraped” datasets have been generated, they can be all considered equals for aver-
aging purposes and the first expression for feature confidence shown above can be applied.

This sums up the approach adopted for the experiments that were carried out during my internship
and that were described in the first part of this report.

Friedman et al., however, go one step beyond in their work and propose the use of a seed-based
approach to explore the space of high-confidence features. It seems that, when more than just a few
nodes are considered, the number of these features can still be excessively large and a criterium to select
the truly relevant ones may be needed. The idea then is to begin with a seed that can either be pointed
out by external biological knowledge our automatically selected following surprisingly high concentrations
of high-confidence features. This seed is expanded using a new score based on statistical significance
and through the use of a new discrete procedure, that can involve either greedy hill-climbing or radius
limited direct search.

Figure A.12 offers an intuitive illustration of the whole strategy. For further details, the reader can
refer to the original works of Friedman et al. [28] [2], [20].

In any case, it is important to note that these model averaging approaches, without further refine-
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ments, no longer respect the Bayesian network formalism since the learned structures may contain, for
example, “illegal” directed edges. This should be kept in mind when evaluating the results that they
provide.
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Appendix B

Matlab implementation

This second appendix provides a description of the technical details concerning the Matlab im-
plementation for the different experiments and simulations presented in previous chapters.

As stated at the beginning of the second chapter, all the simulations were carried out using Matlab 7.
When it comes to hardware, two different computers were used offering comparable performances:

e A laptop equipped with an AMD Athlon 64 3200+ processor and 1Gb RAM.

e A desktop equipped with an Intel Xeon 3 Ghz processor and 2Gb RAM.

It is interesting to point out that all the code was written from scratch using the toolboxes and
functions included in Matlab and that no external toolboxes were used. This fact has a double sided
implication:

e On the down side, some of the functions developed might contain hidden bugs or there might be
certain situations (undiscovered as of yet) where the code fails to perform as it should. Even though
I have thoroughly tested the code during these last three months, its robustness can never be the
same as that of other publicly available implementations (like the BNT by Kevin Murphy, for
example) which have already had several versions and have been used and debugged by hundreds
or maybe thousands of people during much larger periods of time.

e On the bright side, the fact of having coded each and every function made the code much more
transparent to us, we knew exactly what was happening at each simulation, and we could modify
and customize all the possible choices of parameters, algorithms, benchmarks, datasets and alike.
Also, this makes it possible to easily reuse the code developed and adapt it for possible future
research, independently of whether this continues to deal with Bayesian networks or not.

B.1 Code basics

As a general convention for all the code, directed graphs are represented as squared matrixes whose
dimension is equal to the number of nodes in the graph.

The value of position (i,j) of the graph matrix represents the kind of link (existence or absence of a
directed or undirected edge and orientation) joining nodes i and j, and we can therefore consider three
possible values for each position:

e M(i,j) == 0 = nodes i and j are unconnected
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e M(i,j) == 1 = directed edge from i to j

e M(i,j) == -1 = directed edge from j to i

This implies that we will always work with anti-symmetric matrixes where the elements on the main
diagonal will always be zero. Some examples are shown in figure B.1.

Network structure Matrix representation
0 1 0]
X3
&) ORE
o -1 0

[y
= B e = |

(%) .
oo
9=_4 o0 o

@ g -1 -

Figure B.1: Example of graph - matrix equivalences.

In the framework of bayesian Networks, however, we are interested in working with classes of equiva-
lence represented by Partially Directed Acyclic Graphs (PDAGs). These graphs consist of both directed
edges (which are represented using the criteria from above) and undirected edges (which are represented
with a number 2 in the matrix).

The example in figure B.2 illustrates this point.

B.1.1 Synthetic data generation

The synthetic samples used in all the simulations have been created using a function that takes the
following parameters as input:

e A graph structure
e A set of conditional probability distributions (multinomials), including:

— A set of initial probability values for all root nodes, in the form of a vector V of size n [where
V(i)= P(X; = 1) ]. Unused positions (corresponding to non-root nodes) contain value -1.

— A matrix M of conditional probability values where each line i contains the probability of node
i taking value 1 for the jth combination of its parents. Unused positions contain value -1.

e The number of samples to create (numsamples).

Some possible sample input parameters for graph C from figure B.2 can be:

Bo=[05-1—-1-1]
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Figure B.2: Example of graph - matrix transformation for classes of equivalence.
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The output of the function is a matrix with numsaples lines and n columns, corresponding to the
desired set of synthetic samples. As mentioned at the beginning of chapter two, only the binary case is
considered and the two only possible values for the samples are 0 and 1.

The implementation of the function was not as simple as it might seem because nodes needed to be
assigned values in a certain fixed order that is unknown a priori and depends on the generating structure
under consideration. The solution was to go into a loop where a node is only assigned a value after
having checked that all its parents have already been assigned values of their own.

The pseudocode for the algorithm is shown in figure B.3.

B.1.2 Priors generation

For all the simulations, uniform priors have been considered. A function that generates them for a given
number of n nodes has been created (it basically returns a set of prior samples containing one sample
for each possible combination of the n binary values).

The sets of priors provided by this function for the cases of 3,4 and 5 variables are shown in figure
B.4.
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+ Forn from 1 to the desired sample size

- Create an empty vector of length numnodes

-flag ALLVALID =0:

- repeat_node = ones(1,numnodes);

- Fori=t:numnodes

M o If{node k has no parents) Computation
= Assign value to node k with AT aTiEs o
probability from theta_0 root nodes

= repeat node{k) =0

e

- while (flag_ALLVALID ==0)

M o flag ALLVALID =1

o For k=1 numnodes

®»  |f (repeat_node(k)==1)

s repeai_node(k)=0

« Retrieve list of parents for node k
If all its parents have already
been given a value, compute
value for node k with probability
given by thetas.

ITterative
computation af
vaiues for the
rast of nodes

= glse
o repeat_node(k)=1;
o flag ALLVALID =0;

St

- Add vector of new samples to array of samples

Figure B.3: Pseudo-code for synthetic data generation algorithm.

B.1.3 Bayesian score computation

The core of the score-based approach used for all simulations is a specific Matlab function that computes
the Bayesian score for a certain graph structure given a set of samples and a set of priors.

The expression computed for each node is as follows:

I'(a; I'(aijr + Nij
FamScore(Xy, Pax, : D) = log H F(a-(-ikj)\/'. ) H ( zlzlga” )wk)
jeVal(Pax,) 08 T IR eval(xy) ijk

where a;j; is the number of prior samples for which node X}, takes value i (0 or 1) and the parents of
node X, take the jth value of all their possible combinations. The notation used for Njjj is the same.
(see example in section 1.3.5)

The Matlab function developed computes the counts for the all the possible combinations of values
of each node and its parents both over the samples (N in the formula) and over the priors (@ in the
formula) and substitutes this counts in the expression above.

Since we work with integers, we use the factorial instead of the gamma function, and we decompose
the log of the factorial into a sum of logs to avoid having to deal with excessively big numbers.

For large numbers of samples, Stirling’s approximation can be used in order to gain efficiency in terms
of computation time. However, since we are working within the framework of a small sample regime,
this does not seem to be necessary in practice.

Also, when the number of nodes is not too big, as is the case for the simulations that we conceived, it
is interesting to do a pre-treatment of the input samples consisting in the transformation of the original
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Figure B.4: Choice of prior datasets intended to formalize uniform prior beliefs. The hyperparameters
ai;r, are obtained by counting over them.

matrix of size [numsamples] x [numnodes] into another matrix of size [274™"°4¢5] x [nummnodes+1] where
we add a column containing the number of occurrences of each of the 2" umnodes possible combinations of
binary values of the observed samples. This implies significant savings in counting times for big numbers
of samples (since we only need to count over 2"%mn°%s glements and then multiply by the number of
instances instead of counting over the whole number of samples).

Figure B.5 shows an example of this pre-processing strategy.
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Figure B.5: Example of “sample translation”.

B.2 Specific functions

In order to perform certain operations, some specific algorithms were conceived and implemented as
Matlab functions. In this section, their pseudocode is presented.

B.2.1 Directed acyclicity test

The first of the specific algorithms that were created for the simulations was a function that takes the
matrix for a certain graph as input and returns true if the graph contains directed cycles and false if it
does not contain them.

The pseudocode for the function is presented in figure B.6.
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» isCyclic=false

+ Loop forifrom 1 to numnodes
o 1sCyclic = check_children (reference_node=i, list_visited =[ ]}
o IfisCyclic ==trae; break loop

s refurmn isCyclic

check children (reference node, list visited)

s flag_cydes = false
+ Find all the children for reference_node;
» [f (reference_node has children)
o Loop k over all the elements in list_visited
= |f (one of the children of the reference node is in fist_visited)
‘ ¢ Flag_cycles =true
+ Breakloop overk
= [f (flag_cycles == false)
s | oop | over all children of reference _node
o Flag_cycles = check_children{new_reference node=j,
new_list_visited=[reference _node list_visited])
olf (flag_cycles==true) break loop overj
» retumn flag_cycles

recursive call

Figure B.6: Pseudocode for the directed acyclicity testing function.

B.2.2 Class of equivalence transformation

The second specific algorithm of interest developed within the framework of the internship was a very
simple function that took a certain DAG matrix as input and returned the PDAG for its class of equiv-
alence.

The basic idea here is to identify all the lines in the matrix containing a v-structure (containing two
or more incomig edges, and therefore two or more -1 values) and keep them unchanged while turning all
other directed edges into undirected ones. After this, the lines containing v-structures are revisited and
the antysimmetric property of the matrix is used to force oriented values in mirror positions using them
as a reference.

The pseudocode for this algorithm is shown in figure B.7.

This very simple algorithm is complex enough to deal with all the networks considered in the exper-
iments presented in the report, since:

a. None of them contains any node with two incoming edges whose parents are linked with an edge
(which should not be a v-structure, according to the definition, but which would be considered to
be so by the transformation algorithm) and

b. None of them contains a node with more than three incoming edges (that is, several candidate
v-structures sharing the same central node, which could confuse the current version of the trans-
formation algorithm).
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Loop fori from 1 to numnodes

=il

e If(nodeihastwo or more incoming edges)
o Addito list_of vstructures
else
o Tuwm all incoming or outgoing edges into undirected links (all values
different from zero are made equal to two).

* If (list_of vstructures is not empty)
o Loop for all elements in list_of vstructures
= Loop forj from 1 to monnodes
* All the elements that occupy symmetric positions to
elements in a v-structure are assigned the opposite of their
symmetric value in the v-structure.

Figure B.7: Pseudocode for class of equivalence transformations.

B.3 Implementation of search procedures

As described in the second section of chapter two, several discrete search procedures have been im-
plemented and used for the simulations. Here, we will provide a brief description of their technical
implementation.

B.3.1 Direct search

In this approach, all possible combinations of “legal” (acyclic) graphs are taken into account.

Looking at the matrix representation of a structure, it is easy to observe that the total number of
edge positions is n?. Since the elements in the diagonal of the matrix are always zero, the remaining
positions are n?>-n=n(n-1). Since the matrix is antisymmetric, the number of positions that can take
different values for different structures is in fact reduced to n(n-1)/2. Finally, each of these positions

may take 3 possible values (-1,0,1) and so the total number of structures that can be built with n nodes
is 3n(n-1)/2

The most straightforward way to perform this kind of search would be to use a set of n(n-1)/2 nested
for statements allowing to explore all possible networks.

In practice, for loops in Matlab are expensive in terms of computational time, and so this approach
was used only once to generate a list of models. With a single execution of this nest of for loops, all
structures were visited and the function described in the previous section was used to check for directed
cycles, so that all directed acyclic graphs were kept and the rest were discarded. Each of these remaining
graphs was converted into a single vector of length n? (using Matlab (:) ) and these vectors were stocked
in an array. Using this trick, the set of all DAGs for a given number of nodes could be frequently revisited
and retrieved for the different simulations using a single for loop.

B.3.2 Greedy hill-climbing

At each iteration, all positions in the upper half of the graph matrix are visited and, for each of them,
the following transformations are taken into account (their effect being automatically reflected in the
antisymmetric bottom half of the matrix):

e No modification
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e Edge addition: if position equals 0, turn it into -1 and 1

e Edge inversion and removal: if position is not 0, multiply it by -1 and make it 0.

The new score resulting from each of these individual elementary transformations is computed and
the single action over all positions that maximizes this score is selected.

At each iteration, only the action over a single edge position that maximizes the new score is per-
formed. Therefore, a single iteration may imply a change in one of the n(n-1)/2 edges (but it is also
possible that all positions remain unchanged).

The variation in score d4 is computed at each iteration with respect to the previous one. Search stops
as soon as dg becomes lower than or equal to zero.

B.3.3 Simulated annealing

In this case, a position in the upper half of the graph matrix is chosen at random (they could also be all
visited at each iteration) and one of the elementary transformations described above is performed (one
of the two possible edge additions for positions equal to zero and edge inversion or removal for the rest).

If the transformation improves the score, it is automatically accepted. Otherwise, it is accepted with
probability Py (iteration) = T(iteration) and rejected with Pg(iteration)=1-T(iteration).

T(iteration) decreases exponentially, according to the following expression:

T (iteration) = Ty(1 — ¢)*eration (B.1)

This € is the parameter mentioned in section 2.2. As a general rule for all the experiments described
in this report, Ty = 1.

The search stops when a maximum number of stall iterations is reached (given by the other parameter
maxStalls discussed in section 2.2) and the structure with the highest score of all the structures visited
until that moment is kept as the chosen model.

B.3.4 Sparse candidate algorithm

The sparse candidate algorithm is a heuristic proposed in [25] and [2], which mainly attempts to reduce
the search space of candidate networks. For the small numbers of nodes considered in the simulations
carried out in this internship (up to five variables), this is not very important, but it can make a big
difference when larger numbers of nodes are taken into account (ex. cases of study with 800 genes
considered by Friedman and Pe’er).

The basic idea behind the algorithm is to calculate at each step the mutual information between each
node and each of the other nodes in the network. The top scoring nodes are then selected as the possible
parent candidates for the node under study. One of the standard search procedures described above can
then be used under the constraint of the parents for each node being restricted to the list of its eligible
candidate parents.

According to [2], in practice, finding the nodes that maximize mutual information for a given node
is equivalent to finding the nodes that maximize the score that results from each of them being added
individually as a parent of the node under study, and so the sparse candidate algorithm can be easily
implemented using the Matlab function that computes the bayesian score.

For the simulations presented in this report, a set of candidate parents was selected at the begin-
ning of each iteration of the greedy search procedure. This procedure was modified to consider only
those structures that respected the constraint of new parents belonging to the subset of eligible ones.
Furthermore, two additional modifications were made to the basic greedy search approach presented
above:
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e The stop criteria that previously involved s {0 was replaced by (ds >= 0 & stalls < 5). The
parameter stalls measured the number of consecutive iterations where the reported d5 was equal
to zero. As a consequence, the resulting algorithm was enabled to continue searching over sets of
more than one structure obtaining the same score. This was sometimes beneficial because certain
edge reversals, corresponding to undirected edges in the class of equivalence and which therefore
apparently do not affect the score, may be critical for learning certain v-structures.

e As before, all positions are visited at each iteration and the three possible operations described
before are considered for each of them. However, these positions are now visited in a random order,
as opposed to the case of the basic greedy search where they were always visited following the same
sequence or pattern. This, combined with the introduction of the stalls idea, makes it possible to
dig deeper in the quest for high scoring networks.

B.4 Graphical interface

In order to provide an intuitive, user-friendly interface to some of the functions used for our experiments
during the internship, a graphic menu for the case of 4 variables was programmed.

Figure B.8 shows a screen-shot of the graphic interface.

A B C D
T — 7 - 1
A 0 i j i ;J o j GOl (7] Evalution [] Pict pop-up
) 08
B ] ] o~ 1 - ‘ - i .
- ""J s J Initial value- | 100 | Step: 100 o
g 0 o 1 - - | :
s Final value: | 500 Repstitions: 5 04
D 0 -1 1 0 g
027
[ i T i | Time elapsed: 0188 0 ‘ L - z - v E v 2
Thetas, | 05 i K A 100 150 200 250 300 350 400 450 &00
""""""""""""""""""""""""""""""""" Learned bayesian network:
Thetas,, - -1 - -1 @
Thetasy | 015 oes | | 4 [ 4] o i S
Thetas, [oes | {oas | | 4 [ 4] @jﬂ—@
Thetas,, [ o4 o3 | o7 | | os | i
L . B S ] S
(o]
Search strategy: | Greedy search ~
s — '—I Reference equivalence class: Leamed equivalence class:
Number of samples: | 100 | °
Simulated fing: | 001 I
AR A . A Score for generator model: -2 1848
200 [stalls] Score for learned model : -2.1766
G o Time elapsed: 0.219
lterations : &
a6
[] Madel averaging | [threshold] ‘ ’
10 | [bootstraps] °

Figure B.8: Pseudocde for the directed acyclicity testing function.
The main functionalities of this interface include:

e Both network structures and values for the parameters of the conditional probability distributions
can be easily customized, and all the discrete search procedures discussed in this apprendix can be
used.

e When learning individual networks, the corresponding class of equivalence for the original and
target networks are presented graphically.
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e The model averaging approach has been implemented, and both the threshold for the level of
confidence and the number of learned bootstrap networks can be chosen.

e For the graph representations for the networks learned using the model averaging approach, the
color and thickness of an edge reflect the level of confidence of the feature.

— Green lines are used for correctly accepted edges, red lines for wrongly accepted edges and
blue lines for “missed edges” (meaning that they did not achieve the minimum required level
of confidence to be accepted).

— Thicker lines correspond to higher levels of confidence.

e Furthermore, it is possible to both learn a single network for a given sample size or to plot the
evolution of the learning performances over a range of sample sizes by selecting an initial value,
a final value and a sample size step. In these cases, the plot corresponds to the success rate
for individual networks (with the dashed line representing the success rate measured over the
underlying undirected graph or “eskeleton”) and to the average number of correct, wrong and
missed edges for the model averaging option.

In any case, the goal of this interface was not to become a complete scientific benchmark, but was
just to offer an easy to grasp, pedagogically attractive tool to test the different concepts studied during
my internship within a very simplified scenario.

The interface and all the necessary files for its execution can be downloaded from the following
address:

http://www.cis.jhu.edu/~sanchez/simulatorBN.zip
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